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Agent-Based Modeling of an IoT Network
Nicholas J. Kaminski, Maria Murphy, and Nicola Marchetti

Abstract—As the Internet of Things (IoT) becomes more of
a reality, there is an increasing number of wireless and wired
devices that are connected to the Internet. Future generations of
telecommunications networks must evolve to deal with the antici-
pated high demand of the radio spectrum. As telecommunications
networks become more complex, modeling networks as complex
systems that are flexible in the face of future advancements
becomes increasingly important. As such, this study investigating
the utility of agent-based modeling (ABM) as a method of
modeling IoT networks. ABM provides a method of modeling
complex systems by modeling systems from the ground up, which
allows for a deeper investigation of the interactions that shape the
ultimate system performance. In order to demonstrate this utility,
herein we model an IoT-based road traffic management system.
Specifically, we conduct an investigation of the impact of MAC
protocol selection on communication performance in terms of
spectrum utilization and accuracy of information. Additionally,
we characterize impact of the MAC protocol selection on the
application performance in terms of vehicular waiting time. In
doing so, we provide an examination of the factors that drive
the performance of IoT-based systems and an indication of the
value added to communication system design by the focused
consideration of system interactions enabled by ABM.

Index Terms—Agent-Based Modeling (ABM), Internet of
Things (IoT), Complex Communications Systems (CCS)

I. INTRODUCTION

Increasingly, telecommunications networks are becoming
complex systems. We will take a complex system to be
defined as “any system featuring a large number of interacting
components (agents, processes, etc.) whose aggregate activity
is nonlinear (not derivable from the summations of the activity
of individual components) and typically exhibits hierarchical
self-organization under selective pressures” [1]. The growing
number of connected devices alongside increased demands for
wireless services drives the aggregate behavior of networks
into nonlinear operation. Therefore, telecommunications de-
signers and developers require means of studying the underpin-
nings of complexity in order to support continue advancement
of networks.

As telecommunication networks become more complex,
the methods for modeling networks must also evolve. In
[2], Macaluso et al. encourage a move toward the study of
Complex Communication Systems (CCS). The authors suggest
that new advancements in telecommunication research can
no longer be analyzed and evaluated with previous modeling
techniques as the techniques are too simplistic for future gen-
erations of networks. Specifically, they highlight the necessity
of developing design approaches that flexibly accommodate
future advancements. Extending this line of reasoning in [3],
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Macaluso et al. demonstrate the utility of complex systems
science in the design of future 5G networks. In a similar
vein, Kaminski shows the potential of design communications
systems with a focus on the aggregate interactions of nodes
for realizing future network coordination in [4]. Together these
works show that complex systems based approaches provide
the tools needed to model and design future network systems.

The Internet of things (IoT) provides the latest incarnation
of complex telecommunication systems. The defining feature
of IoT systems is the transfer of information from the physical
domain to a cyber or informational domain for transportation
and processing before final transfer back into the physical
domain, without human intervention. The most natural real-
ization of this is the connection of sensors and actuators in a
manner that supports autonomous reaction to environmental
stimuli. Notably, current IoT applications employ wireless
communications systems to support the transportation of in-
formation.

Agent-Based Modeling (ABM) is a bottom-up method of
modeling which considers a network of autonomous agents
that is particularly applicable to complex systems. ABM
approaches model elements of a system as agents, each with
its own set of attributes and behaviors. Agent behaviors
guide the interactions of an agent both with other agents and
the environment, while attributes parameterize the operation
of an agent. The system level operation emerges from the
interactions of agents, which allows designers to determine
the effects of alterations within the system under study [5].

In this paper, we apply ABM to model an IoT based road
traffic management system. Specifically, our scenario focuses
on traffic light timing adjustment on the basis of the number
of vehicles waiting to pass through an intersection. Note that
our goals in this effort are the investigation of the interac-
tions that underpin the operation of Internet of Things (IoT)
network service rather than the development of an improved
road traffic management system. As such, we employ ABM
here to uncover the impact of communication interaction, as
determined by the medium access control (MAC) protocol, on
both the communication performance and the overall system
performance. In this way, we develop a model of an IoT
network suitable for examining the aggregate interactions that
shape overall network operation.

Our contributions in this work include:
• A demonstration of the applicability of ABM to examine

IoT systems
• An investigation of the impact of MAC protocol on com-

munication performance in terms of spectrum utilization
and accuracy of information

• An examination of the impact of MAC protocol on
application performance in terms of vehicular waiting
times
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II. RELATED WORK

Most applications of ABM in the telecommunications in-
dustry focus on economic and social aspects. This trend is
exhibit by Twomey and Cadman in their study of customer
behavior in the telecommunication and media market [6] and
Douglas et al. in their analysis of the wireless cellular market
[7]. As yet, the ability of ABM for modeling the complex
nature of telecommunication networks directly is largely under
exploited.

Currently available literature includes only a small number
of works that examine the complexity of networks through
the lens of ABM. In [8], Tonmukayakul describes the utility
of ABM for modeling spectrum sharing techniques in 5G net-
works. Specifically, Tonmukayakul’s model considers econom-
ical, technical, and regulatory aspects when leasing spectrum
and demonstrates the effectiveness of ABM for capturing the
complexity of future networks operation. Alternatively, Niazi
and Hussain analyze the effectiveness of using ABM to model
self-organization in peer-to-peer and ad hoc networks in [9].
They claim that a focus on computer networks inherently
limits the utility of traditional tools such as OMNET++,
Opnet, and specialized options, e.g. the Tiny OS Simulator.
Specifically, Niazi and Hussain note that traditional approaches
to modeling lack sufficient flexibility in capturing interactions
with humans and mobility due to difficulty in altering condi-
tions beyond network parameters. As such, they turn to the
flexibility of ABM and provide a model for capturing a more
complete view of self-organization in peer-to-peer and ad hoc
networks. Our work extends these efforts in modeling network
operation by probing the interactions that drive the activity of
IoT systems.

Beyond works considering telecommunications network
operation, several works apply ABM to model road traffic
management with a focus on traffic optimization and sim-
ulation. Ma et al. describe an ABM solution to generate
personalized real time data to present route information to
travelers in [10]. Hager et al. model the effect of an increasing
population on traffic congestion in [11]. Lansdowne provides a
detailed traffic simulator using NetLogo to analyze the effect
on traffic congestion when various different lanes of traffic
are introduced (e.g. a lane for car-sharing) in [12]. While
each of these works demonstrates the utility of ABM for
studying road traffic management, they do not consider the
telecommunication aspect of the studied systems.

Finally, the literature is rich with studies that focus on the
optimization of road traffic flow (specifically in urban areas)
using wireless sensor networks. For example, in each of [13]–
[15], sensor networks for monitoring traffic are proposed.
These works provide a more focused investigation of road
traffic management than the simple system that we employ to
study the principles of IoT system interactions. Again, these
works focus on the development of a road traffic manage-
ment system rather than an investigation of the underlying
interaction between communication and system operation as
presented here.

Fig. 1: One Intersection

Fig. 2: Model Sequence Diagram

III. DESCRIPTION OF MODEL

The fundamental form of our model focuses on a single
road intersection, as shown in Figure 1. For our study, we
assume 20 sensors are deployed along the road perimeters,
as depicted by the black dots in the figure. Additionally, we
consider four traffic lights, one for each lane entering the
intersection, represented by the red/green dots near the center
of the image. Vehicles, symbolized by yellow squares, follow
Irish driving conventions in their travel on the left-hand side
of the road. Finally, the blue square in the upper right section
of the image denotes the decision maker (DM) entity that
manages the timing of traffic lights.

System operation follows the sequence diagram shown in
Figure 2. We employ the concept of ticks to control the
relative length of each phase per cycle. We define one tick
as the time required for a single slot of transmission. The
system operation then proceeds in a serial fashion, with the
movement and generation of cars consuming a single tick,
sensor transmissions consuming the number of ticks necessary
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for the MAC protocol under study, and the DM consuming one
tick for traffic light configuration. Hence a complete cycle lasts
for the number of ticks configured for the MAC protocol plus
two.

In the Vehicles move step, any cars currently on the grid will
attempt to move one space forward. For simplicity sake, the
vehicles will always travel in a straight line. A vehicle will not
move if the space to which it intends to move or the space
in front of the target space contains another vehicle, which
prevents collisions and high density traffic. Finally, traffic
lights may also prevent vehicles from entering the intersection.

In the Creation of new vehicles step, new vehicles are placed
on the grid according to the parameters of the model execution.
A model parameter directly specifies the probability of new
vehicle creation. New vehicles may only appear at the outer
edge of a road, with uniform probability among placement at
each of the four edges. If there is already a vehicle currently
blocking the placement of the newly generated vehicle, the
newly generated vehicle will be discarded.

In the Sensors attempt to transmit step, the sensors attempt
to convey the information of the waiting cars to the DM. Each
sensor observes the occupancy of the adjacent road square and
has a memory of one cycle. Sensors determine the status of
vehicles within their locality by comparing the states of a grid
space between two cycles. If a grid space is occupied for two
concurrent cycles, then the vehicle has stopped moving. If a
grid space changes occupancy, then the vehicle has moved.
If an unoccupied grid space remains empty, the sensor has no
traffic information. Transmission of information follows one of
the discrete time MAC protocols described below. Regardless
of the protocol selected, the total number of slots available
for transmission is given by the configured number of ticks
and transmission may only occur at the at the start of a slot.
Transmission collisions occur if multiple sensors in the same
neighborhood transmit in the same slot and result in complete
data loss. Here, we employ the Moore neighborhood of a
sensor as its collision neighborhood, where the radius of the
neighborhood is set by a model parameter.

In the final cycle step, the Decision Maker configures the
traffic lights based on the sensor information that it receives.
The traffic lights operate according to the flow diagram shown
in Figure 3, with three possible states, enumerated state 0,
1, or 2. In state 0, all traffic is blocked from entering the
intersection. In state 1, vehicles traveling in either the east-
bound or westbound direction are granted intersection access,
as depicted in Figure 1. Finally, state 2 allows vehicle traffic
in the either the northbound or southbound direction. Between
states 1 and 2, we enforce a period of 9 cycles in state 0 to
allow vehicles to exit the intersection. The DM directly sets
the number of cycles spent in either state 1 or state 2 to allow
passage for only the number of vehicles of which the DM is
aware at the moment of duration setting. The DM determines
the duration of state 1 utilizing the maximum number of
waiting vehicles traveling either east or west and similarly
for state 2. When a simulation begins, the traffic lights remain
in state 1 until the DM becomes aware of at least one vehicle
waiting. The DM stores an array of 20 Boolean values that
correspond to the 20 sensors of the system. Each Boolean

Fig. 3: Traffic Light Flow Diagram

value is set to true if the most recent information received from
the corresponding sensor indicates that a vehicle is waiting and
false otherwise. The DM sets the duration of states to number
of cycles required to clear all waiting vehicles. For example,
when deciding the value of y, the DM considers the values
corresponding to eastbound and westbound road sensors. In
the situation that 3 vehicles are waiting to travel east and 5
are waiting to travel west, y is set to 10 cycles, which is enough
time to allow 5 vehicles to travel through the intersection. In
this way, the DM sets the timing of traffic lights based on
received number of waiting vehicles.

Our model was built using the Mesa1 ABM software
framework. Mesa is an open source, python based framework
that is built with the functionality of popular ABM frameworks
such as NetLogo, Repast, and Mason.

A. Slotted Aloha

Slotted Aloha is one of the potential MAC protocols for
communication between the sensors and the DMs. At each
transmission tick, each sensor attempts to send if its has infor-
mation about a waiting vehicle, or if its previous transmission
attempt failed and the sensor must retransmit. If a sensor’s
first attempt to transmit has not been acknowledge by the DM
due to collision, the sensor randomly selects a slot from the
next five slots for next retransmission and sets a time out point
fifteen slots in the future, which may occur in the following

1https://github.com/projectmesa/mesa/
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cycle, when it will stop attempting to transmit the packet and
declare the information of that packet invalid. Once the sensor
transmits information or prior information is timed out, the
sensor will attempt to send information once it senses a waiting
vehicle.

B. TDMA

Under the time division multiple access (TDMA) protocol,
the DM assigns each sensor a specific time slot to transmit.
At each transmission tick, the DM will randomly select a
sensor that has not yet transmitted in the current cycle. A
selected sensor will transmit only if it detects a waiting vehicle,
otherwise the slot remains idle.

C. CSMA/CA

The carrier sense multiple access with collision avoidance
(CSMA/CA) protocol is the last MAC protocol that we con-
sider here for communication between the sensors and the DM.
Here, when a sensor has information to send, it first checks to
see if anyone of its neighbors is currently using the slot and
sends only when a slot is unoccupied. As in the Slotted Aloha
protocol, any given packet can be a new packet or a packet that
has been backed off for a period of time. If a sensor detects that
a slot is occupied, it will randomly select one of the next five
slots for retransmission and set a time out point fifteen slots
in the future. We assume that there are no hidden nodes and
that all potential collisions will be successfully sensed before
transmission, as is the case should the DM employ a request-
to-send, clear-to-send handshaking for any transmission.

D. Scaling the Model

We extend our basic model to model systems with two
or four neighboring intersections, as depicted in Figure 4.
There are 20 sensors and 4 traffic lights per intersection.
Each intersection has a separate DM and corresponding set
of sensors. In multiple intersection cases, vehicles generated
at one intersection may travel to a different intersection. The
states of the traffic lights for each intersection are completely
independent from each other. DMs in multiple intersection
cases are uncoordinated in that the DMs are essentially
unaware of each other. Depending on the neighbor radius
for sensors, sensor packets from separate intersections may
collide.

(a) Two Intersections (b) Four Intersections

Fig. 4: Scaling of Model

Fig. 5: Spectrum Utilization

IV. RESULTS

We gathered results over a number of simulations with a
varying range of input parameters, such as selection of MAC
protocol, number of ticks, sensor neighbor radius, and number
of intersections. We analyzed the simulations using the criteria
of spectrum utilization, accuracy of information, and vehicular
waiting time.

A. Spectrum Utilization

We analyzed spectrum utilization over simulations of 10,000
steps on a two intersection model. In these simulations, the
sensor transmission phase lasted for 40 ticks per cycle. We
examine sensor neighbor radii between 5 and 25, with a step
size of 5, to investigate the effect that the neighbor radius
has on each protocol. New vehicles appeared with a 50%
probability to correspond to a medium traffic level. Here,
we define the total spectrum available as the total number
of packets that could be transmitted over the course of a
simulation. For example, if there are 5 vehicles waiting, the
total spectrum available for that tick would be 5. If 2 sensors
successfully transmit in this tick, the spectrum utilization for
the tick would be 2

5 or 40%.
Figure 5 displays the results of our investigation. As evident

from our results, TDMA demonstrates the lowest spectrum
utilization in exchange for the lowest sensitivity to sensor
neighbor radius. Even when the neighbor radius is high,
there is a low probability that two sensors from different
intersections within the same neighbor radius would be sched-
uled for the same tick and that both would have vehicles
waiting at them. Hence, the spectrum utilization for the
TDMA protocol remains fairly constant regardless of neighbor
radius. CSMA/CA displays the greatest spectrum utilization
in all variations of neighbor radius. This is to be expected
as sensors using CSMA/CA first sense the medium before
transmitting, allowing sensors to avoid collisions of packets
by sensing the collision before it can occur and backing off
for a random period of time. In comparison to this, Slotted
Aloha demonstrates a relatively high spectrum utilization when
neighbor radius is low. When the neighbor radius increases, the
number of sensor packets colliding grows, and Slotted Aloha
cannot utilize the spectrum as efficiently due to retransmission
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attempts causing additional collisions. When the neighbor
radius is very high, Slotted Aloha’s utilization of the spectrum
is similar to TDMA’s spectrum utilization.

B. Accuracy of Information

The accuracy of results in this application is calculated by
the difference between how many vehicles the DM thinks
are waiting based on the data transmitted by the sensors,
and how many vehicles are actually waiting at a given time.
A positive error occurs when the DM thinks that there are
more vehicles waiting than there actually are. A negative error
occurs when the DM thinks there are less vehicles waiting
than there actually are. Data displayed here has been collected
at the beginning of the DM action phase of operation. As
perfect sensing is assumed, any discrepancies can be attributed
to interference within the system i.e. collisions of packets
transmitted from neighboring nodes in the same tick. Figure
6 displays the accuracy of information results. We collected
these results over simulations of 10,000 steps, with a single
intersection model and a neighbor radius of 15, while varying
the selected protocol and level of traffic. Here, low traffic
corresponds to a generation probability of 25%, medium to
50%, and high to 75%.

Fig. 6: Accuracy of Information

Regardless of traffic level, the TDMA protocol is able
to transmit information with zero error, resulting in highly
accurate results. In a single intersection model, each sensor is
allocated its own time slot to send. Therefore, there are never
collisions of packets in a slot. Thus, the DM is always aware of
exactly how many vehicles are currently waiting, when using
TDMA.

The type of error encountered under the Slotted Aloha
protocol depend on the traffic level. When there is low traffic,
the DM experiences positive errors, as a result of backed off
sensor packets being transmitted when they no longer reflect
the state of the system. Recall that collisions cause at least two
sensors to reattempt transmission at a random later point. In
the meantime, the amount of vehicles waiting could change.
If a sensor transmits its backed off packet after the state
of the system has changed, this data no longer reflects the
state of the system. As the number of vehicles waiting grows,
the behavior of the Slotted Aloha protocol changes. As the
number of sensors attempting to transmit grows, the number
of collisions grows to the extent that no packets may reach

the DM for a significant amount of time. Therefore the DM
will fail to receive information about new waiting vehicles, or
indeed old waiting vehicles that have since moved.

In contrast, only the magnitude of error changes under
the CSMA/CA MAC protocol, which did not suffer from
any negative errors. As shown in Figure 6, the number of
positive errors appeared to increase with the increasing level of
traffic. The increased number of sensors attempting to transmit
packets during higher road traffic drives this trend. Recall that
the major difference between Slotted Aloha and CSMA/CA is
the sensing of slot occupancy prior to transmission, which
ensures that at least one packet reaches the DM for each
slot in which a car is waiting. This means the that the DM
constantly receives at least a trickle of information in high
traffic scenarios, versus the total drought that occurs in the
highly loaded Slotted Aloha case. Therefore, less packets are
discarded under CSMA/CA and instead information about
waiting cars tends to simply be delayed rather than discarded.
Additionally, when the traffic lights change state, there is a
sudden reduction in the amount of packets competing for
spectrum access as the cars begin to move. This leads to an
increased amount of packets reaching the DM with inaccurate
information.

C. Vehicular Waiting Time

Vehicular waiting time is calculated as the number of
cycles that vehicles within the system spend waiting. We
gathered waiting time results in a four intersection model
with simulations of 5000 steps and neighborhood radius of 10.
Here, we examined both high (75% probability of generation)
and low (25% probability of generation) traffic levels. Figure
7 displays the results as a box plot. The outer whiskers of
the box give the extreme values for vehicular waiting time.
The upper and lower lines of the box correspond to the upper
and lower quartiles, respectively and the center line gives the
median of the observed waiting times.

Fig. 7: Vehicular Waiting Time

We note that despite the differences in accuracy of informa-
tion provided to the decision maker, the selected protocol does
not seem to have a significant impact on the statistical waiting
time for a vehicle. Instead the level of road traffic appears to
dominate the waiting time of a vehicle. Certainly, the protocol
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does have a minor effect: TDMA has slightly lower waiting
times than the other two protocols. This indicates that the
benefits of improved accuracy of information may not be worth
the cost of reduced spectrum utilization when considering
vehicular waiting time as the ultimate application performance
metric of the system.

D. Limitations of Model

Our current model has a number of limitations that could
be improved upon in order to more accurately mimic the
behaviors of a real life application of this system. In pursuit
of a simple model, we neglected a number of factors that
could affect the behavior of the system. Ideally, the intricacy
of the model would increase in order to provide more accu-
rate results. Here, we discuss several features that could be
implemented in order to achieve this.

As noted above, we assume perfect sensing with no hidden
nodes when using the CSMA/CA protocol. If slot occupancy
sensing was degraded or hidden nodes were introduced, the
effectiveness of CSMA/CA would be reduced, which may
result in subsequent changes in system behavior.

As yet, we have only considered interference generated from
the agents within the IoT network itself. This is an unrealistic
expectation in a real life application and modeling external
sources of interference would provide a more realistic view of
MAC protocol performance.

Our current DM has no mechanism for handling stale infor-
mation, despite the existence of several options for detecting
stale information. Methods that treat new sensor data with
a higher weight than older sensor data may well impact the
effects that stale data has on the system.

The DMs in the current model receive information transmit-
ted from the sensors for a period of time (configured number
of ticks), before making further decisions regarding timing of
the traffic lights. Ideally, this would be more of a continuous
interaction allowing each DM to update its timing decisions as
soon as it has successfully received packets from the sensors.

In the analysis presented here, we only consider the case
of uncoordinated DMs for multiple intersection scenarios.
Indeed, some degree of coordination among adjacent in-
tersections would reduce inter-intersection interference and
potentially improve overall system performance.

Our current model discards newly generated vehicles in the
case that the generation location of the new vehicle is occupied
by an existing vehicle. This biases our model away from
investigation of scenarios with long lines of waiting vehicles.

V. CONCLUSION

With this work, we have demonstrated the applicability of
ABM approaches for modeling IoT systems. Certainly, ABM
has provided a useful tool for examining the road traffic
management scenario examined herein. Importantly, ABM
provides the means to model each agent and its relationships
within the system. Additionally, we have demonstrated the
expansion of a basic ABM model of one intersection into more
complicated systems of two or four intersections. Further, the
flexibility of the ABM approach supported the investigation

of a range of collision neighborhoods, road traffic levels, and
MAC protocols. This flexibility that allows seamless reconfig-
uration of the network is an attractive quality of ABM models
and indicates adaptability for considering future changes.

Through the use of our model, we have investigated the
impact of MAC protocol on the communication performance
in terms of both spectrum utilization and accuracy of infor-
mation. Notably, we have identified a trade-off between these
two metrics, with TDMA exhibiting the highest accuracy of
information at the cost of spectrum utilization and CSMA/CA
providing high spectrum utilization at the cost of accuracy of
information.

Beyond examination of communication performance, our
model directly links communication operation to application
performance in terms of vehicle waiting time. Interestingly,
the accuracy of information delivered to the decision making
entity did not appear to have a large impact on applica-
tion performance for our simple realization of a road traffic
management system. While this feature may not hold for
intricate systems, our ABM approach to modeling the impact
of communications on overall system operation is clearly
capable of examining the application impact of communication
strategies. As such, approaches such as ours provide a useful
means of guiding the development of communications systems
by highlighting the functionality that has the highest impact
on the ultimate system.

Finally, we have outlined the limitations of our model. Our
future work in this area will focus on addressing these limi-
tations to improve the model. Specifically, we are examining
the impact of coordinating communications in the multiple
intersection case as an immediate future development. Further
research in this area may also include the application of our
methodology to other IoT or future 5G network scenarios.
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