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Abstract

We present a Monte Carlo study of interference in real-world wireless networks
using the Potts model. Our approach maps the Potts energy to discrete in-
terference levels. These levels depend on the configurations of radio frequency
allocation in the network. For the first time, we estimate the degeneracy of these
interference levels using the Wang-Landau algorithm. The cumulative distribu-
tion function of the resulting density of states is found to increase rapidly at
a critical interference value. We compare these critical values for several differ-
ent real-world interference networks and Potts models. Our results show that
models with a greater number of available frequency channels and less dense
interference networks result in the majority of configurations having lower in-
terference levels. Consequently, their critical interference levels occur at lower
values. Furthermore, the area under the density of states increases and shifts to
lower interference values. Therefore, the probability of randomly sampling low
interference configurations is higher under these conditions. This result can be
used to consider dynamic and distributed spectrum allocation in future wireless
networks.

Keywords: Potts model, Wang-Landau algorithm, degeneracy, interference
modelling, distributed spectrum allocation, future wireless networks operation
and design.

1. Introduction

Complex systems are characterised by “large networks of components with
no central control and simple rules of operation [that] give rise to complex
collective behaviour, sophisticated information processing, and adaptation via
learning or evolution” [1]. The treatment of large mobile and wireless commu-
nications networks as complex systems provides insights into their collective
behaviour and enables the useful application of a wealth of techniques. Modern
mobile networks are increasingly formed by an ever-growing number of nodes
that (due to limits in signalling exchange capacity) must make local decisions in



reaction to the surrounding environment while still maintaining global standards
of user experience and network performance.

Network science has matured as a field, encompassing both the behaviour of
networks themselves and as a substrate for dynamical processes. Increasingly,
networks and the dynamics placed on them are being studied by statistical
physicists. The critical phenomena of complex networks have been well stud-
ied as in Ref. [2]. Here the authors review both structural phase transitions
and those of systems where the network and interacting agents influence each
other. In Ref. [3], the critical temperature TC of the antiferromagnetic Ising
model is shown to be related to the degree distribution of nodes in scale-free
networks. Random network ensembles have also been characterised by the en-
tropy of networks in the ensemble [4].

Recent studies treating mobile networks as complex systems such as in
Refs. [5, 6, 7, 8, 9] focus on human dynamics and social interaction via mo-
bile phones. Critical phenomena in wired communication networks are studied
in Refs. [10, 11, 12]. Transmission rate calculation and interference reduction
in wireless networks was performed in Refs. [13, 14] using the replica method to
evaluate an analogue of the free energy of the system. A great deal of attention
has especially been given to the Ising and Potts models in wireless networks.
Some applications of these spin models have been; calculating the transmis-
sion probability and throughput [15, 16], recreating network topology based on
mutual information shared between nodes [17], distributed configuration man-
agement [18] and adaptive scheduling for wireless networks of sensors for energy
efficiency [19]. The use of interference graphs to study interference in wireless
networks is discussed in Ref. [20]. Alternative methods for statistical interfer-
ence analysis among the wireless network community also include stochastic
geometry of node placement [21] and a novel circular interference model as in
Ref. [22].

Our approach examines the physical network infrastructure as a complex
system. This work is part of a broad program undertaken by some of the
authors to study the information theoretical and dynamical properties of mobile
networks as complex systems. The broad goal of this program is to design
networks which perform consistently and optimally with a minimal amount of
planning, coordination, and human intervention. Previous work in this program
introduces a complexity metric that captures the amount of structure present in
self-organising networks [23, 24]. The authors find that the complex behaviour
exhibited by a collection of self-organising wireless networks is robust to changes
in the environment.

The current work uses a multicanonical Monte Carlo method, the Wang-
Landau algorithm [25]. We investigate degeneracy in a model of interference in
cellular networks with realistic deployments and several orthogonal frequency
channels. Our model maps the Potts energy [26] embedded on wireless networks
to discrete interference levels. Wireless networks are represented as a collection
of basestations which interfere only with neighbouring basestations broadcasting
on the same frequency channel. The interference levels are calculated from
spectrum allocation configurations. Consequently, many spectrum allocation
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microstates contribute to each interference level macrostate. The degeneracy of
these interference levels is numerically estimated to find the density of states
(DOS). Using the DOS, we examine the cumulative distribution function (CDF)
of interference levels.

This paper is arranged into six sections. Sec. 2 provides a brief overview of
the Potts model used to describe interference levels. Sec. 3 details the Wang-
Landau Monte Carlo algorithm [25] used to estimate the degeneracy of interfer-
ence levels. The interference graphs are defined in Sec. 4 by considering the base
station deployment and assigning their nearest neighbours. Sec. 5 presents nu-
merical results using the Wang-Landau algorithm on these interference graphs
and Sec. 6 concludes.

2. Potts Model

This section describes the Potts model and maps network interference to the
Potts energy. Limits on signalling exchange capacity force modern mobile net-
works to make local decisions based on the surrounding environment, suggesting
that the nearest neighbour interactions in the Potts model provide a simplified
but apt description of interference phenomena on these networks.

The Potts model is typically defined on a lattice and specified by the number
of possible states at each site (q) as well as the interaction energy (J). We
consider the more general situation of the Potts model on networks represented
by connected graphs with sets, (V,L), of vertices and edges (also known as
links). Each vertex (basestation sector1) i ∈ V possesses a transmitter using a
frequency channel (spin) which may take one of the discrete values σi ∈ [1, q]
representing the division of the spectrum into q orthogonal channels. Each spin
interacts with its nearest neighbours only, interfering with all neighbours using
the same channel. The local interference per basestation is summed to define
the overall interference, which is equivalent to the Potts model energy. Several
q values are considered in this paper on three different graphs, derived from a
real-world wireless network.

The energy (Hamiltonian) of the Potts models used in this work is given by

H(σ) = −J
∑
〈i,j〉

δσiσj
, (1)

where σ represents a particular configuration of all spins in the system and 〈i, j〉
denotes the sum over all nearest-neighbour pairs of vertices. The antiferromag-
netic Potts model is relevant for interference and we henceforth set J = −1. For
illustration, consider the interaction between a single basestation sector and its
nearest neighbours in this set-up. Setting the frequency of sector i (denoted σi)
and that of all its nearest neighbours to the same value adds ni to the total

1In cellular networks, a basestation covers a given area which is divided into sectors, each
served by a separate transmitter.
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interference, where ni is the number of nearest neighbours of sector i. Our def-
inition of interference assigns the largest interference to configurations in which
each sector uses the same frequency channel. The negative interaction constant
J < 0 effectively punishes neighbouring aligned spins, representing neighbouring
basestations using the same frequency channel, by assigning a larger interfer-
ence.

Clearly, lower interference will result from configurations in which neigh-
bouring basestations use different frequency channels. However, the topology
of the network plays a crucial role in determining the lowest possible interfer-
ence level. Consider the q = 2 Potts model (the Ising Model) on a triangular
lattice [27]. Due to the presence of triangles in the network, it is not possible
for three basestations situated on the vertices of a triangle to be completely
non-interfering as they are all mutual nearest neighbours and there are only
two frequency channels available. This phenomenon is known as ‘geometric
frustration’ and increases both the lowest possible interference level as well as
its degeneracy. For the same q = 2 Potts model on a square lattice, geometric
frustration does not occur and zero-interference configurations are possible by
alternating frequencies on the ‘even’ and ‘odd’ sites of the lattice. In this manner
a particular sector is always using a different frequency than its neighbours and
no interference occurs. We now consider the degeneracy of this zero-interference
level. There are exactly two configurations which give zero interference: the one
in which the even sectors are assigned frequency one and the odd sectors fre-
quency two, and the alternative configuration where this assignment is reversed.
The resulting degeneracy of this zero interference state is two, regardless of the
size of the square lattice. The triangular lattice possesses a substantially higher
degeneracy for the lowest interference level. In fact, it has been shown [27] that
the degeneracy of the minimum energy state for the q = 2 Potts model on a
triangular lattice grows exponentially with the size of the lattice. This results in
a non-zero specific ground state entropy (proportional to the natural logarithm
of the degeneracy) in the thermodynamic limit.

The appearance of geometric frustration can be understood using the graph-
theoretic concept of cliques. A clique is a subset of vertices that are all connected
to each other, i.e. a set of sectors that are all mutual nearest neighbours. For
example, a triangle is a 3-vertex clique. As discussed above, the q = 2 Potts
model experiences geometric frustration on the triangular lattice, which is com-
posed of 3-cliques. Generally, an arbitrary q-state Potts model will experience
frustration on networks which contain (q + 1)-cliques. It should be noted that
the phenomenon of geometric frustration and its connection to the topology of
the network and q are well-known in graph colouring.

In this paper, we study the q-state antiferromagnetic Potts model on three
real-world interference graphs. The stochastic nature of the edges in these
graphs, combined with the presence of geometric frustration is likely to result
in a spin-glass phase at low temperature as in Refs. [3] and [28]. Our approach
estimates the Potts model degeneracy using the multicanonical Wang-Landau
algorithm. The temperature independent sampling avoids simulation difficulties
arising below the spin-glass critical temperature such as loss of ergodicity due
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to a rough energy landscape. We observe interesting features in the distribution
of interference levels (density of states) due to configurations of channel assign-
ments. The degeneracy of a particular interference level E, denoted g(E), is the
number of frequency allocation configurations which result in this interference
level:

g(E) =
∑
σ

δH(σ)E , (2)

where the sum is taken over all possible frequency allocation configurations.
In the next section, we describe the Wang-Landau algorithm which is used to
estimate g(E) for a number of different interference networks and q values over
the entire range of E.

3. Estimating the density of states

We estimate the degeneracy of each interference level using the Wang-Landau
algorithm. The state space of the q-state Potts model grows exponentially with
system volume according to qN , where N is the number of sectors in the system
(nodes). While this behaviour makes naive DOS histogramming extremely in-
efficient, the Wang-Landau algorithm uses a different approach. It converges to
a non-biased random walk in energy space to determine how often each energy
state is visited. Since we use the Potts model energy to represent interference,
this method lends itself naturally to our cause. The probability of transitioning
from one energy state to the next is given by the ratio of the estimated degen-
eracy of the current energy state (g̃(Ei)) to the estimated degeneracy of the
proposed new energy state (g̃(Ej)), i.e.

P (Ei → Ej) = min

{
1,
g̃(Ei)

g̃(Ej)

}
. (3)

When the estimated DOS, g̃(E), approaches the true DOS, g(E), each en-
ergy level will have been observed approximately equally. Although Ref. [25]
provides a good description of the algorithm, greater detail is provided here on
the necessary steps in our simulations. For this work, new energy states are
proposed via a Metropolis-style spin-flip mechanism. We iterate through the
network, proposing a new spin value at each node with equal probability. If
the estimated degeneracy of the current spin configuration g̃(Ei) is greater than
that of the proposed spin configuration g̃(Ej) then the spin flip is automatically
accepted. Otherwise, the spin flip is accepted with the probability of the ratio
of the current and proposed energy state degeneracies as in Eq. (3). Having
performed a complete iteration through the entire network, one sweep has been
completed.

On observing energy state E, the estimated DOS is updated according to
g̃(E) → g̃(E) × f . The modification factor f is initialised to f = e1 at the
start of the run. Since the state space grows so quickly, for efficiency it is more
practical to store the natural log of the DOS and perform updates according
to ln g̃(E)→ ln g̃(E) + ln f . Additionally, the observed energy states histogram
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must be incremented by h(E)→ h(E) + 1. As the simulation proceeds, h(E) is
tested for flatness. We consider h(E) to be flat when (1.0 − ε)h̄(E) ≤ h(Ei) ≤
(1.0 + ε)h̄(E) ∀ i, where h̄(E) is the mean over all histogram bins. Typically,
the Ising model on a square lattice can be run with 0.05 ≤ ε ≤ 0.2. On our real-
world networks, for computational efficiency the wider tolerance of ε = 0.2 is
used. Once h(E) is deemed flat, convergence has been achieved for the current
value of f . While f > fcut, the simulation continues and the modification
factor is updated by fi+1 =

√
fi. The histogram h(E) is reset, but g̃(E) is not.

The modification factor, f , must monotonically decrease towards 1 to ensure
convergence of the DOS. We denote the final modification factor used in our
simulation as ffinal. A typical fcut value for the Ising model on a square lattice
is fcut = exp[10−8]. In this work, we use at least fcut = exp[10−4] on graphs
which converge slowly and fcut = exp[10−8] otherwise, if possible. A summary
of the fcut values used in our simulations and a comparison of the number of
sweeps performed to achieve convergence is shown in Tab. 3.

A novel feature of our implementation of this algorithm is the ability to
simulate on arbitrary connected graphs, which is necessary to explore the Potts
model on the interference graphs discussed in the next section. In systems such
as these, with a non-trivial energy spectrum, the energy levels are not known
initially. In this case, the algorithm must be run for many sweeps before any
measurement phase of the simulation, in order to mark accessible energies. Our
choice in Hamiltonian makes this burn-in phase somewhat easier, by restricting
the possible accessible states to the interval of energy levels, [0,−J |L|], where
|L| is the number of edges in the graph. Care should be taken that the observed
energy levels include all possible energy levels. It may however be extremely
difficult to access the lowest energy levels in antiferromagnetic systems which
exhibit frustration. The Wang-Landau algorithm is convergent on the condition
that each energy state has been visited approximately evenly. As a result, the
run times vary as shown in Tab. 4.

On successful convergence of the algorithm, we obtain the estimated DOS,
ln g′(E) = ln g(E)+ln c, where c is a constant. The normalised DOS is recovered
by demanding that the total number of states equals qN . Using this condition,
we find that

ln c = ln

(∑
i

exp[ln g′(Ei)− ln g′max]

)
+ ln g′max −N ln q, (4)

where
ln g′max := max

i
{ln g′(Ei)}. (5)

As a first look at degeneracy in wireless networks, it is of practical use to
find the energy level E0 that bounds 90% of interference configurations resulting
from uniformly distributed spins on the network. The cumulative distribution
function of interference states is

P (Eobs ≤ E) =
∑

Eobs≤E

g(Eobs) · q−N , (6)
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where Eobs is the energy of a configuration randomly chosen with uniformly
distributed spins. In terms of our numerical data,

P (Eobs ≤ E) =
∑

Eobs≤E

exp[ln g(Eobs)−N ln q], (7)

where the terms in the sum are again restricted to the interval [0, 1). The critical
values E0, defined as the largest values of E such that

P (Eobs ≤ E) ≤ 0.9, (8)

are calculated using Eq. 7 for different graphs and q-state Potts models. The
results are presented in Sec. 5.2.

It should be noted that there is some subtlety in controlling the errors of the
Wang-Landau algorithm. According to Ref. [29], the statistical error in g̃(E)
scales like

√
ln ffinal when ffinal is close to one. It is also not necessary for the

histogram, h(E), to be perfectly flat to ensure convergence to the true DOS. The
systematic errors due to autocorrelation between successive histogram updates
can be reduced by using an ffinal → 1 and performing a number of updates
between histogram measurements. We demand that our final modification factor
is no larger than fcut = exp[10−4], that our histogram h(E) is approximately flat
to achieve convergence and that we perform at least N measurements between
successive histogram and DOS updates in order to reduce the systematic errors.

Our implementation of the Wang-Landau algorithm has been tested, by
comparison to exact results, on square and triangular lattices. We achieve an
average relative error of 0.02%, averaged over the entire energy range, in our
estimate of the DOS of the q = 2 state Potts model. This result was obtained on
the 60×60 square lattice, using fcut = exp[10−8]. The exact DOS for this system
is given by a Mathematica script from Ref. [30]. As a further test, we estimate
the ground state specific entropy, N−1 ln g̃(Emin), on a 60×60 triangular lattice
using the q = 2 state Potts model. The lowest energy state is composed of a large
number of different frustrated spin microstates [27]. Due to the frustration, this
system has a non-zero ground state entropy in the thermodynamic limit. Our
estimate of the ground state entropy differs relatively by 0.072% compared with
the exact value reported in Ref. [31], on an infinite volume lattice. In this case,
we used fcut = exp[10−8]. Repeated tests on different sized triangular lattices
using fcut = exp[10−5] show that the relative errors in the ground state entropy
were no larger than 1.2% in the worst case. With this in mind, we estimate that
the average relative error in our real-world wireless networks is at the 3% level
at worst. For this reason, errors are not quoted on our DOS estimates.

4. The Interference Graph

In this section, we define an interference graph and outline the steps taken
to construct them. A conflict or interference graph is a common abstract spa-
tial representation of interference in wireless networks, typically used for chan-
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nel allocation schemes. Usually, each wireless communication pair (transmit-
ter/receiver) corresponds to a vertex in the interference graph, and an edge
connects two vertices if and only if the two pairs cannot use the same channel
simultaneously without degrading the signal quality below a given threshold.
An interference graph can describe interference at different levels of granularity.
It is possible to represent interference simply as a binary property (presence or
absence of an edge) or one can use the weights associated to each edge as an
indicator of the level of interference between two vertices.

The structure of the interference graph is entirely based on the definition
of interference one adopts. This is true even in the simple case of transmit-
ter/receiver pairs. In fact, what is usually modelled is the potential interference
between transmissions. It should be noted that potential interference does not
necessarily result in interference in our Potts model. Potential interference re-
sults in an edge between nodes in our graph. The Potts model embedded on
the interference graph can avoid interference if the nodes can locally coordinate
to have mutually exclusive spectrum allocations.

Several approaches to construct the interference graph have been proposed
in previously published work [32, 33, 34]. In these publications, the presence
of interference (which corresponds to an edge in the graph) is determined on a
distance-based criterion, i.e., two devices are seen as potential interferers when-
ever they are within their respective transmission range. A different approach,
based more on the physical layer of the OSI model has been proposed by the
authors of Ref. [35], where the actual interference is estimated as a result of
the transmit power, the signal propagation loss and of the antenna radiation
pattern.

We focus on interference in the downlink of a cellular network to construct
our graph. Each sector of a base station corresponds to a node of the interfer-
ence graph. In the case of cellular networks, the definition of an interference
graph must be extended in order to deal with the presence of multiple wireless
communications pairs per node, i.e. to include the fact that a base station or
node supports communications links with multiple cell phone users.

As a qualitative definition of potential interference among base stations, we
propose that two base stations interfere with each other if either base station can
potentially interfere with the communications links of the other base station.
More precisely, a base station interferes with a second one if it causes a given
signal quality drop to at least a minimum percentage of the users of the second
base station. This percentage can be viewed as the level of interference that can
be tolerated in the network.

According to the above definition, the same wireless network maps into sev-
eral interference graphs, depending on the level of interference regarded as sig-
nificant. Setting a low value for the interference threshold results in low inter-
ference levels being considered critical for the system. Therefore, an edge will
connect two nodes even though those nodes only experience a low interference
level.
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4.1. Building the Graph

The interference graph is built on a real-world cellular network deployment.
The number and the positions of the base stations, the orientation of the an-
tennas and the density and distribution of the users are all defined by the
deployment. We then estimate the potential interference and the signal quality
degradation each sector of each base station (BS) causes to the users; this allows
us to evaluate whether couples of sectors can be viewed as potential interferers.

We consider a cellular network which extends over a square area of approx-
imately 25 km2 in the city of Dublin, Ireland. The BSs are deployed based
on the location, azimuth and sector information of the 3G BSs owned by an
Irish mobile operator. Each BS can cover from one up to three sectors within
the same site; hence, each BS may be equipped with either one, two or three
directional antennas, and the antenna orientation (i.e., the azimuthal angle of
maximum radiation) is set according to the mobile operator database.

The purpose of our interference graph is to represent the potential inter-
ference generated by a given BS deployment. We are not interested in any
particular instance of the user deployment; rather, we want to assess the po-
tential harm each BS can generate to one another, independently of the user
location. To model this we assume the users to be uniformly distributed over
the given area. The number of users deployed over the entire area of interest is
high enough so that each cell will have at least some users to serve.

We refer to the 3rd Generation Partnership Project (3GPP) recommendation
in Ref. [36] for a channel model to represent our broadcasting signal. The
channel attenuation accounts for path loss, penetration loss and shadow fading.
The path loss model we have adopted includes Line-of-Sight (LOS) and Non-
Line-of-Sight (NLOS) propagation, denoted by PLOS and PNLOS respectively;
the probability of having LOS/NLOS is determined by the distance-dependent
function pL(d). The shadow fading describes the deviation of the attenuation
of a signal, with respect to the mean attenuation (i.e. path loss), that can be
incurred due to large scale object obstructions. The penetration loss models the
additional attenuation due to signal penetration through walls, or car bodies and
windows. The main interference graph building parameters are summarised in
Tab. 1.

Once the data on network deployment and the channel attenuation coeffi-
cients are known, we can proceed to build the interference graph. We consider
that each user connects to the sector of a BS from which the received signal
has the highest power. Load-balancing techniques are neglected and we assume
there is no limit to the number of users each BS can serve. These assump-
tions do not affect the structure of the interference graphs, but simplify their
construction.

In order to compute the Signal-to-Interference Ratio (SIR) γn,m for each
pair of users n and BS sector m, we define

γn,m =
hn,i
hn,m

. (9)
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Parameter Value

Number of snapshots 100

Path loss
PLOS(dkm) = 103.4 + 24.2 log(dkm) [36]
PNLOS(dkm) = 131.1 + 42.8 log(dkm)
pL(dkm) = min{0.018/dkm, 1}×

(1− exp[−dkm/0.063])

+ exp[−dkm/0.063]
Shadow fading Log-normal, 10 dB standard deviation [36]
Penetration loss 20 dB [36]
Bandwidth B 10 MHz centred at 2 GHz
Transmit power PT 46 dBm
Noise N0 Additive White Gaussian Noise with -174

dBm/Hz Power Spectral Density
Noise Figure F 9 dB
Antenna at BS Directional antenna with 3D pattern [36, Tab.

A.2.1.1-2 , 3GPP case 1]
Antenna at UE Omnidirectional with 0 dBi gain

Table 1: Interference graph building parameters.

Here, hn,i is the channel attenuation between the user n and its serving BS
sector i, and hn,m is the channel attenuation between the user n and the BS
sector m. The transmit power is not included in the computation of the SIR,
as the power is the same for each BS and, therefore, would cancel out. We also
consider the Signal-to-Noise Ratio (SNR)

Γn =
PThn,i
N0FB

, (10)

where PT is the transmit power, N0 is the thermal noise Power Spectral Density
(PSD), F is the noise figure and B is the bandwidth.

Note that in the definition of SIR in Eq. 9, we only consider the interference
generated by a single BS sector and do not account for the aggregate interfer-
ence generated by all neighbouring BSs. Although this is a simplified model
of the actual interference, it is functional to our objective of building the in-
terference graph, as it allows us to establish a one-to-one relation among BS
sectors. Studies exist [37] that propose interference graphs built considering the
interference from individual BSs like in Eq. 9.

Once the SIR and the SNR data of each user have been computed, we need
to evaluate which BS sector causes interference for which user. We assume user
n receives interference from BS sector m if

γn,m < γth and Γn ≥ Γth, (11)

where γth and Γth are the SIR and SNR thresholds, respectively. According
to Eq. 11, a BS sector is considered as a potential interferer for the user if the
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interfering signal power is approximately equal to the received signal power, as
this might impact the success of the communication at the receiver. In addition,
from Eq. 11, we note that the BS sector is not viewed as an interferer if the user
does not experience a sufficient SNR, as the user would experience an outage
regardless of the interference.

In order to create the interference graph, we simulate a number of snapshots
of users distributed uniformly inside our geographic region of interest. The
number of users per BS may vary per snapshot. At snapshot k, we keep record
of the number Ni,k of users connected to each BS sector i. Also, for each
BS sector i, we keep track of the number Ni,j,k of its users that experience
interference from any other BS sector j. We consider that BS sector j interferes
with BS sector i if more than a given percentage θ of the users of BS sector i
experience interference due to j;∑

kNi,j,k∑
kNi,k

> θ. (12)

After evaluating Eq. 12 we have built a binary relation on the set of the
BS sectors; BS sectors i and j are related if BS sector j interferes with i.
This adjacency matrix now defines our interference graph. We symmetrise the
adjacency matrix such that the presence of an edge lij forces the existence
of edge lji and vice versa. This ensures that interfering BS sectors mutually
interfere and results in an undirected and unweighted graph.

5. Results and Discussion

This work involves both the construction of interference graphs based on
real-world base station deployments and Monte Carlo simulations of the q-state
Potts model on these graphs. Consequently, this section is presented in two
parts. The first part describes the interference graphs given θ = 1, 3 and 5%.
The second part presents the results from the Wang-Landau simulations using
q = 2, 3, 4, 5 and 6 on these graphs.

5.1. Interference graphs

In Eq. 12, we define the condition for base stations to be considered as pos-
sible mutual interferers. This condition depends on θ, the threshold percentage
of users which experience interference from a base station that is not serving
them. The values of θ = 1, 3 and 5% are chosen as an acceptable percentage
range of users to experience a high level of interference. These θ values are
specified when the graph is built. As we will see, the parameter θ determines
the number of edges and has a notable effect on the results and runtime of our
simulations.

A standard method for comparing graphs is to examine the degree distri-
bution. The degree of a node in an undirected graph is the number of edges
incident to it. The degree distribution is therefore proportional to the number
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of nodes with each degree in the graph. Figs. 1a, 1b and 1c show the unnor-
malised degree distributions of our three interference graphs. These figures show
a count of the number of nodes with degree k. The graphs consist of the largest
connected component of base stations in a 25 km2 area in the city centre of
Dublin, Ireland. The number of edges and vertices in each graph are shown in
Tab. 2.
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(b) θ = 3%.
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(c) θ = 5%.

Figure 1: Degree distribution plots for three different interference thresholds (θ).

From Tab. 2, it is clear that as θ increases, the number of edges decrease
since fewer pairs of nodes satisfy Eq. 12. The number of vertices in each graph
remains almost constant, except for θ = 5%. The three nodes that are not part
of the main connected component in this graph are located geographically at
the edge of the area of interest. In the graphs with θ = 1% and 3%, these nodes
are connected by very few edges to the connected component and are therefore
not a large contributor to the interference per node (E/N) of the entire graph.
For this reason, the three graphs can be reliably compared.

θ #Vertices #Edges

1 532 10009
3 532 4675
5 529 2607

Table 2: Interference graph number of edges and vertices.

In Fig. 1, there is a clear trend that the maximum degree decreases as θ
increases. Furthermore, as θ increases, the mean, median and mode of the
degree distributions decrease. This suggests that each node contributes less to
the overall interference in the graph as θ increases.

5.2. Wang-Landau results

This section examines the Wang-Landau simulations run-time and the re-
sulting DOS estimates for the q-state Potts model embedded on the graphs
described in Sec. 5.1.
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Potts Model q-value
2 3 4 5 6

θ
1 1.5 (5) 92.0 (5) 13.0 (5) 8.2 (5) 23.0 (5)
3 3.7 (8) 17.0 (8) 2.9 (4) 7.8 (4) 110.0 (8)
5 8.2 (8) 6.8 (5) 11.0 (5) 140.0 (5) 650.0 (4)

Table 3: Number of sweeps (×107) performed to reach convergence (magnitude of fcut expo-
nent in brackets).

Independent simulations were performed using progressively lower fcut val-
ues to reduce systematic errors. The absolute value of exponents of the lowest
fcut to converge are noted in parentheses in Tab. 3 as a function of system pa-
rameters θ and q. A larger exponent indicates a higher precision simulation.
There is no clear trend in Tab. 3 to the number of sweeps taken to converge,
but there are a few points of interest. The θ = 1% graph simulations were slow
to converge in general and fcut = exp[10−5] in the highest precision successful
simulations. Convergence with a higher precision was possible for the θ = 3%
graph, with runtime generally increasing as q increases as shown in Tab. 4.
However, convergence was very difficult for the q = 4 and 5 simulations. The
runtime of many repeated simulations exceeded a week without converging for
fcut = exp[10−4]. Finally, for θ = 5%, the runtime increases as q increases. Due
to this effect, a lower precision fcut is used as q increases. The θ = 5 and q = 6
simulations demonstrated poor convergence and very large runtime. Interest-
ingly, the variance in runtime increases as θ increases and the largest overall
runtime was recorded in the graph with least edges.

Potts Model q-value
2 3 4 5 6

θ
1 2.0 110.4 15.6 9.8 27.6
3 3.0 13.9 2.4 6.4 90.2
5 5.3 4.4 7.2 91.0 422.5

Table 4: Wang-Landau algorithm convergence time (×103 seconds).

The DOS of interference levels have been estimated for interference graphs
constructed with θ thresholds of 1, 3 and 5%. On each graph, the DOS of the
q = 2, 3, 4, 5, and 6 Potts models are presented. The θ-dependence of the
DOS of interference levels, (E/N), is shown in Fig. 2 for two values of available
channels (q = 3 and 5). The corresponding CDF of interference, as defined in
Eq. 7, is also shown. Additionally, Fig. 3 shows the q-dependence of the DOS
and corresponding CDFs on the interference graphs with θ = 1% and 5%.

We first examine how the estimated DOS is affected by varying θ, for fixed
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Figure 2: Degeneracy (ln g̃(E)) vs. interference (E/N) using q = 3 (a) and q = 5 (b).
Degeneracy CDF using q = 3 (c) and q = 5 (d).

q. Modifying θ does not affect the total number of configurations of the system,
since both q and N are constant for a given graph. As shown in Figs. 2a and 2b,
increasing θ contracts and shifts the degeneracy curve towards lower interference
(E/N). Increasing θ also results in a less connected interference graph, which
in turn decreases the interference (E/N) for any configuration. This is seen in
the figures and in Tab. 5; the minimum interference decreases when θ increases
for a given number of available channels (q). It should be noted that the true
interference minima may be lower than these levels, due to the difficulty in
finding the lowest energy state in frustrated systems.

We also observe an increase in the degeneracy of the minimum interference
levels as θ increases, for a given number of available channels, as shown in
Figs. 2a and 2b. Therefore, defining our networks to be more interference-
tolerant by increasing the threshold θ, increases the number of configurations
that contribute to the minimum interference level.
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Potts Model q-value
2 3 4 5 6

θ
1 7.594 4.222 2.692 1.893 1.393
3 3.242 1.641 1.013 0.677 0.469
5 1.694 0.832 0.482 0.291 0.164

Table 5: Minimum interference values (E/N).

Next, we discuss the effect on the DOS of varying q, for fixed θ. Figs. 3a
and 3b show the DOS for a range of q, when θ = 1% and θ = 5% respectively.
The degeneracy curves are shifted up and left as q increases. The maximum in-
terference does not change with the number of channels, since these microstates
result from all nodes possessing the same spin which is not affected by q. The
degeneracy does change, but only due to there being q degenerate maximum
interference microstates. The total number of microstates also increases with q
according to qN and accounts for the greater volume under the DOS curves for
greater q.
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Figure 3: Degeneracy (ln g̃(E)) vs. interference (E/N) on θ = 1% (a) and θ = 5% graphs (b).
Degeneracy CDF on θ = 1% (c) and θ = 5% graphs (d).
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As seen in Fig. 3, the minimum interference decreases when the number of
available channels increases, for a given θ. The degeneracy of the minimum
interference levels also increase. Therefore, the larger the number of available
channels (q) the larger the number of configurations that exhibit minimum in-
terference.

Potts Model q-value
2 3 4 5 6

θ
1 9.528 6.385 4.808 3.859 3.226
3 4.476 3.006 2.267 1.820 1.524
5 2.530 1.699 1.284 1.034 0.868

Table 6: Critical interference value (E0) such that P (Eobs ≤ E0) = 0.9.

It is important to note that the peak of the degeneracy curves shifts towards
lower interference both when the number of available channels increases and θ
increases. The interference level corresponding to the largest number of con-
figurations decreases both when we consider more interference-tolerant (larger
θ) networks and when we include more channels. In Tab. 6, the interference
level which bounds 90% of spectrum allocation configurations decreases as both
θ and q increase. Moreover, all of the CDF plots are very steep; the major-
ity of the states occur over a very short interference range. The interference
which bounds 90% of the configurations is very close to that which bounds
10%, because certain interference levels have many orders of magnitude more
configurations than others. Hence, by accepting marginally higher interference
levels than the critical E0 values in Tab. 6, we dramatically increase the prob-
ability of finding one of these configurations randomly by choosing spins with
uniform distribution. By identifying the critical interference levels which bound
the majority of configurations, we can identify an acceptable interference range.
With this information, the task of distributed, dynamic spectrum allocation in
wireless networks becomes significantly easier.

To increase the generality of this result, we must naturally consider the
behaviour of this model as the network size scales. However, there is a physical
size limit to these real-world networks which prohibits further simulation. Two
contexts in which we can consider larger networks are; constructing interference
graphs over larger geographic distances and considering larger cities with a
dense population distribution. In the first case, the density of BSs and users is
much lower outside the city of Dublin. This results in very small, disconnected
components being added to the interference graphs. The density of states of
these small disconnected components do not affect the overall density of states
in any meaningful way. Also, it does not make sense to consider independent
wireless networks when estimating interference phenomena.

The second situation involves constructing interference graphs for larger
cities which are densely populated. Wireless networks are designed so that
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the signal of a BS does not propagate too far past the geographic area it is
designed to serve. Therefore, ‘long range’ edges do not occur in the interference
graph. Qualitatively, this resembles the situation where more than one replica
of the same interference graph is stitched together. Since the specific entropy
is intensive, it should not qualitatively change for the highest degeneracy states
which give the dominant contribution to our results. Results from an interfer-
ence graph from a larger city may be difficult to directly compare to those shown
in this paper, but the general behaviour of minimum and critical interference
values decreasing as q and θ increase should hold.

6. Conclusions

In this paper, we demonstrate a new method for modelling interference in
wireless networks. For this purpose, the antiferromagnetic Potts model is embed-
ded on interference graphs. We construct these graphs using a real-world network
deployment of basestations in Dublin, Ireland. To the best of our knowledge, this
is the first numerical estimate of the density of states on wireless networks. The
Wang-Landau algorithm is used to perform these calculations. It is shown that
different interference graphs and Potts models clearly affect the degeneracy of
the interference levels. In particular, there are changes to the value of the low-
est interference levels, ground state entropy and the cumulative distribution
function of the density of states.

The value of the lowest interference levels decrease in models with more
available frequency channels and/or less dense interference graphs. The degen-
eracy of the lowest interference levels also increase under either/both of these
conditions. Furthermore, the area under the density of states curves increase and
are shifted towards lower interference values. We define a critical interference
level marked by a rapid increase in the cumulative distribution function of the
density of states. Having more frequency channels available and/or less dense
interference graphs result in lower critical interference values. Therefore, under
these conditions, the majority of spectrum allocation configurations result in
lower interference values. Due to this behaviour, there is a higher probability
that randomly sampled spectrum configurations result in low interference lev-
els. This work provides some insight towards developing distributed spectrum
allocation in wireless networks.

In future work, we will examine similar systems with configuration probabili-
ties of interest to the telecoms community. Using the density of states estimated
in this work, we can calculate ensemble averages such as the average interfer-
ence, 〈E〉(β), in analogy with the Boltzmann distribution and the canonical
ensemble.
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