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Abstract—A key challenge related to Radio Access Network
(RAN) slicing is deciding how to efficiently map radio resources
from the physical radio to realise RAN slices, known as the
virtual wireless network embedding problem. To the best of
our knowledge, this is the first paper to model and derive an
analytical solution for embedding heterogeneous RAN slices with
different waveforms, numerologies and Radio Access Technolo-
gies (RATs) with resources isolated down to the Physical (PHY)
layer, ultimately enabling secure technology-agnostic RAN as a
Service (RANaaS). First, we assess how current virtual wireless
network embedding solutions model the allocation of radio
resources to realise RAN slices. Then, we propose a graph-based
model for embedding heterogeneous RAN slices that considers
the guard bands required to ensure isolation in the frequency
domain. This approach is transparent to the type and granularity
of radio resources of each RAN slice, and can be extended
to support RAN slices with new waveforms, numerologies and
RATs. Next, we introduce a resource management optimisation
problem solved at the Network Provider (NP) to determine the
optimal embedding of RAN slices that maximises the total useful
bandwidth occupied by tenants; and we propose three different
heuristic algorithms to obtain solutions in near real-time. We
compare their performance against the analytical solution using
different metrics, and our results show that the best heuristic
depends on the NP’s business model, e.g., using the Greedy
Algorithm (GA) to increase resource utilisation or the Nearest
Neighbour Algorithm (NNA) to increase the number of allocated
RAN slices.

Index Terms—Virtual Wireless Network Embedding, Network
Slicing, Radio Access Network, RANaaS, Radio Hypervisor

I. INTRODUCTION

A major innovation in 5G is its support for a wide range
of different communication services, from Enhanced Mobile
Broadband (eMBB), to Massive Machine Type Communica-
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Fig. 1: An example of a mobile network infrastructure leverag-
ing network slicing to create customised RAN and CN slices to
serve tenants. The RAN and CN slices are logically connected
to each other to form E2E NSs, independent virtual networks
used by the UEs to reach external networks or private domains.

tion (mMTC), and Ultra-Reliable Low Latency Communica-
tion (URLLC) [1]. To achieve this, the 3GPP has proposed
network slicing, a logical division of the Network Providers
(NPs)’ physical network infrastructure into independent virtual
networks, known as Network Slices (NSs). Each NS acts
as a completely independent End-to-End (E2E) network that
can be tailored for a particular purpose or application [2].
Such compartmentalisation allows NPs to simplify network
management and support services with diverging requirements
on a single shared network infrastructure. Network slicing also
creates new ways that NPs can monetise their assets, allowing
the offer of NS as a Service (NSaaS) to serve tenants, i.e.,
individuals or organisations that do not own spectrum licenses
or network infrastructure and lease them from an NP for
providing communication services to their own users, e.g.,
Mobile Virtual Network Operators and vertical industries [3].

Mobile network infrastructure is comprised of a combi-
nation of RAN and CN segments, both of which can be
individually managed, sliced, and combined to form E2E
NSs [4] [5]. Likewise, the offer of NSaaS can be split into
a conjunction of RAN as a Service (RANaaS) [6] and CN as
a Service (CNaaS) [7], as shown in Fig. 1. Such separation
grants NPs the versatility and granularity to offer tenants:
custom RAN slices, where tenants can specify their coverage
areas, numerologies and bandwidths, while sharing a single
CN with other tenants; custom CN slices, where tenants can
specify their authentication, mobility and session management
schemes, while sharing a single RAN with other tenants; or
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fully customised E2E NSs, where tenants can specify both
their own custom RAN and CN [3]–[5].

The 3GPP introduced the concept of Bandwidth Parts
(BWPs) in 5G to enable the coexistence of different numerolo-
gies and bandwidths on a single base station [8] [9]. The
BWPs are subdivisions of the NP’s overall Channel Bandwidth
(CBW) that can effectively operate as separate RAN slices due
to their independent frame structure and control plane [10].
The NPs can tailor BWPs according to the requirements of
different RAN slices, e.g., using a narrow subcarrier spacing
(and thus, longer symbol duration) to support a massive num-
ber of delay-tolerant devices for mMTC RAN slices; or wider
bandwidth with shorter symbol durations for URLLC RAN
slices with stringent latency and reliability requirements [11].

Despite isolating the performance of RAN Slices from one
another, the BWPs still share the base station’s resources and
processing in a single common Physical (PHY) layer [8]–
[10]. However, some tenants may require wildly different
waveforms, protocol stacks, and Radio Access Technologies
(RATs), e.g., factories that interface with proprietary commu-
nication standards used in industrial automation [10], which
cannot be accommodated under the umbrella of existing mo-
bile network standards [6] [12]. The common PHY can also
be prone to both cyber and human threats, as a compromised
base station or a malicious agent in the NP could eavesdrop
and tamper with the data from the RAN slices [13], which
can be particularly damaging for tenants transmitting sensitive
information, e.g., governmental and military agencies [14]. A
promising solution for NPs to provide secure and technology-
agnostic RANaaS, offering heterogeneous RAN slices with
different numerologies, bandwidths and RATs that have both
separate resources and processing, is to leverage radio virtu-
alisation. This technology employs radio hypervisors to slice
physical radios and create isolated RAN slices customisable
and independent down to the PHY layer, while giving tenants
the illusion of dedicated physical radios [15]–[18].

One of the fundamental challenges related to radio virtuali-
sation and radio hypervisors is deciding how to optimally map
radio resources from the physical radio to create independent
and customisable RAN slices, known in the literature as the
virtual wireless network embedding problem [15]. Despite the
existence of technology-agnostic radio hypervisors that can
create heterogeneous RAN slices with completely separate
resources and processing, the existing models and solutions
in the literature for embedding RAN slices are tightly coupled
to radio hypervisors designed to virtualise a single particular
RAT, e.g., 4G, 5G, or WiFi [6] [17]. These technology-specific
radio hypervisors leverage the scheduling capabilities of a
given RAT to create RAN slices that share processing and have
a single common PHY. This prevents their utilisation, as well
as that of their associated models and solutions, for embedding
heterogeneous RAN slices with different waveforms, protocol
stacks, or RATs [19]; or for sensitive RAN slices, needing
resource and processing isolation from other RAN slices [12].

In this paper, we address the optimal embedding of het-
erogeneous RAN slices for secure and technology-agnostic
RANaaS. First, we propose a graph-based model for em-
bedding heterogeneous RAN slices that is (i) technology-

agnostic, leveraging multiplexing in the frequency domain to
embed RAN slices with different numerologies, bandwidths
and RATs; (ii) extensible, supporting new types of RATs based
on their required isolation in the frequency domain; and (iii)
secure, separating RAN slices down to the PHY layer. Then,
we introduce a Resource-constrained Freely Open-loop Travel-
ling Salesman Problem (RC-FOTSP)-based resource manage-
ment optimisation that is solved by the NP, for determining
the optimal embedding of heterogeneous RAN slices that
maximises the useful bandwidth occupied by tenants. The key
contributions of this paper are as follows:

1) We propose a novel approach for modelling the coex-
istence of virtual wireless networks on top of a shared
physical network infrastructure as a complete graph.

2) We combine two known variants of Travelling Salesman
Problems, the Resource-constrained TSP (RC-TSP) and
the Freely Open-loop TSP (FOTSP), to create the RC-
FOTSP, a new formulation that captures the nature of
heterogeneous RAN slices and their guard bands.

3) We present a RC-FOTSP-based resource management
optimisation problem for embedding heterogeneous
RAN slices with maximum resource utilisation.

4) We present three different heuristic algorithms with
distinct approaches for embedding heterogeneous RAN
slices in reasonable time, e.g., maximising the resource
utilisation, minimising the isolation overhead, and im-
proving preliminary solutions, and then compare their
performance against the analytical solution.

To the best of our knowledge, this is the first work to
propose a model and derive an analytical solution designed
specifically for embedding heterogeneous RAN slices, taking
into account their requirements for isolation in the frequency
domain, leveraging technology-agnostic radio hypervisors.

The remainder of this paper is organised as follows. In Sec-
tion II, we assess current approaches for creating and embed-
ding RAN on physical radios. In Section III, we introduce our
graph-based model for heterogeneous RAN slices and propose
a novel RC-FOTSP-based problem formulation that maximises
the total useful bandwidth occupied by tenants with their RAN
slices. In Section IV, we present three heuristic algorithms
with different objectives to find approximate solutions to our
resource management optimization problem in near real-time.
In Section V, we numerically evaluate the performance of the
different embedding methods under different metrics to embed
RAN slices with different waveforms and numerologies. In
Section VI, we discuss potential directions for future work
and the applicability of our solution in real-world settings.
Finally, in Section VII, we offer our concluding remarks.

II. CURRENT APPROACHES FOR CREATING AND
EMBEDDING RAN SLICES ON PHYSICAL RADIOS

In this section, we describe different alternatives for creating
RAN slices using BWPs, technology-specific, and technology-
agnostic radio hypervisors. We compare their RAN slicing
approaches, the characteristics of their RAN slices, and the
existing models and solutions for embedding their RAN slices.
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A. From Frame Tiles to Bandwidth Parts

Early research efforts on 5G explored using the subcarrier
spacing as a new degree of freedom in the radio resource
management, creating RAN slices with tailored numerologies
to serve different communication services and types of users,
e.g., stationary or on high-speed trains [20]. These initial
theoretical works proposed a flexible tiling frame structure
for 5G, placing RAN slices with different subcarrier spac-
ings on a bi-dimensional grid of regular time and frequency
resources [20]–[22]. However, the subcarriers of multicarrier
communication systems, e.g., using the Orthogonal Frequency
Division Multiplexing (OFDM) or Filter Bank Multicarrier
(FBMC) waveforms, are only orthogonal to each other if
they possess the same numerology [23]–[25]. Therefore, the
combination of RAN slices with different numerologies on
the same communication system leads to the so-called Inter-
Numerology-Interference (INI) in 5G networks [25]. To mit-
igate INI and ensure RAN slices will not degrade each
other’s performance in practical settings, the NPs must include
additional inter-numerology guard bands between RANs slices
with different numerologies [11] [26], consequently rendering
the tiling concept infeasible, as including such guard bands
violates the underlying regular grid structure [27].

In order to accommodate RAN slices with different subcar-
rier spacings and include the necessary guard bands between
them, the 3GPP took a more conservative approach, creating
subbands with different subcarrier spacings, known as BWPs.
In the 5G standard, each BWP is a self-contained group of
Physical Resource Blocks (PRBs) with its own numerology,
bandwidth, and Control Resource Set (CORESET). In partic-
ular, the CORESET feature allows each BWP to have inde-
pendent control over its Medium Access Control (MAC) layer
and decide the resource allocation to individual users, enabling
BWPs to act as separate RAN slices [28]. The coexistence of
RAN slices occurs at the PHY layer, multiplexing BWPs and
their required guard bands in the frequency domain using a
fraction of the physical radio’s overall CBW. According to
3GPP, the widths of these guard bands are implementation-
dependent [9] [29], which led many research efforts to in-
vestigate the performance impacts of INI and the optimal
guard band values between different numerologies [11] [26].
Interestingly, while many works explore the benefits of using
different numerologies for radio resource allocation [23] [30],
and the utilisation of BWP to realise RAN slicing [20] [21],
very few incorporate the additional required guard bands in
their resource management problems [28].

B. Virtual Radios, Real Services

Most research efforts on radio virtualisation propose or
adopt technology-specific radio hypervisors [15], entities that
leverage the resource allocation capabilities of a given RAT,
e.g., 4G or WiFi, for creating RAN slices. This class of radio
hypervisors typically operates at the MAC layer, virtualising
physical radios by scheduling access to portions of the radio
resources and exposing them as virtual radio resources used by
RAN slices [6] [19], e.g., Virtual Resource Blocks (vRBs) for
4G and 5G [31] RAN slices, or virtual frames and timeslots
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Fig. 2: An example of the bin packing embedding, where
RAN slices that require different amounts of the same type
and granularity of radio resources are embedded in a bi-
dimensional regular grid of the available real radio resources.

for WiFi RAN slices [32]. This virtualisation approach restricts
RAN slices to the same RAT as the underlying physical radio,
sharing a single common PHY with limited control over their
MAC [15]. The majority of the existing works on the embed-
ding of RAN slices targets grid-based radio hypervisors, a par-
ticular type of technology-specific radio hypervisor developed
for virtualising RATs that transmit continuously and allocate
radio resources on a well-defined grid of resources blocks of
the same granularity, e.g., 4G and WiMax [6]. These works
model the embedding of RAN slices as bin packing problems
using Knapsack-based formulations, placing RAN slices in a
bi-dimensional regular resource grid, and propose different
methods for solving these resource management problems,
e.g., using auctions [33] [34], Karnaugh maps [35] [36], or
machine learning [37] [38], as illustrated in Fig. 2.

There are, however, examples of technology-agnostic ra-
dio hypervisors that support the creation of heterogeneous
RAN slices, with independent numerologies, bandwidths, and
RATs [6]. This class of radio hypervisors operates below the
PHY layer, virtualising physical radios by multiplexing access
to their Radio Frequency (RF) front-ends and exposing them
as Virtual RF Front-ends (vRFs) used by the RAN slices.
This virtualisation approach requires full control over the
processing of IQ samples of the physical radios, and hence,
can only run on Software-defined Radio (SDR) platforms [6].
However, it enables each RAN slice to have its own completely
separate RAT, with independent PHY and MAC. These RAN
slices have completely independent control, synchronisation
and reference signals from one another, self-confined to the
RAN slice’s own virtual bandwidth [6] [15] [17]. Some proof-
of-concept technology-agnostic radio hypervisors allow each
tenant to use independent baseband units or software radios in
their own data centres for implementing the protocol stack of
their RAN slices for added security, streaming IQ samples
from/to the radio hypervisor in a manner similar to the
Centralised-RAN (C-RAN) paradigm [17].

The existing technology-agnostic radio hypervisors only
multiplex RAN slices in the frequency domain [39], e.g., using
filterbanks [40] or FFTs [41]. They take this approach to sup-
port a larger number of different RATs, as the control planes of
infrastructure-based wireless networks standardised by 3GPP
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Fig. 3: Comparison of the RAN slicing using BWPs (top),
grid-based radio hypervisors (centre), and technology-agnostic
radio hypervisors (bottom), regarding the shared and isolated
elements of their RAN slices’ protocol stack, as well as
their different approaches for embedding RAN slices on the
physical radio hardware. Both BWPs and technology-agnostic
radio hypervisors multiplex RAN slices in the frequency do-
main, including the required additional guard band (dark grey)
between them, whereas technology-specific radio hypervisors,
e.g., the grid-based, schedule resources to create RAN slices.

and IEEE are delay-sensitive and rely on the uninterrupted
availability of the RAN (unlike ad hoc wireless networks).
Consequently, multiplexing RAN slices with such RATs in the
time domain would lead to service disruptions, as their users
would lose connectivity and need to search, re-synch, and re-
attach to their RAN slices every time these stop and resume
operating. Nonetheless, technology-agnostic radio hypervisors
enable unparalleled flexibility for network sharing, allowing
NPs to deploy different types of RATs on top of a single shared
physical infrastructure, leading to significant cost reductions
and increased revenue for NPs. For example, a single NP
can (i) deploy multiple private 4G and 5G to serve individual

organisations, e.g., utilities, first responders, and police depart-
ments [42]; (ii) cater to industrial automation by supporting
different proprietary communication standards [18]; or (iii)
operate in Citizens Broadband Radio Service (CBRS) and
Unlicensed National Information Infrastructure (U-NII) bands,
both of which can accommodate services using many different
3GPP and non-3GPP RAT, e.g., 4G, 5G, and WiFi [43]–[45].

The increased isolation and flexibility of technology-
agnostic radio hypervisors comes at the price of reduced ra-
dio resource efficiency compared to technology-specific radio
hypervisors [6]. Akin to BWPs, technology-agnostic radio
hypervisors require the inclusion of guard bands to ensure
isolation between heterogeneous RAN slices and avoid inter-
ference from the Out-of-band Emission (OOBE) of different
RATs and numerologies [15], as illustrated in Fig. 3. This
overhead may vary from one subcarrier to a few Megahertz
depending on the RAN slices’ waveforms, subcarrier spac-
ings, tolerance to Signal-to-Interference Ratio (SIR), among
other parameters [25] [27] [24], and must be factored in
when embedding heterogeneous RAN slices [28]. However,
to the best of the authors’ knowledge, there are no existing
research efforts that model or propose analytical solutions for
embedding heterogeneous RAN slices on technology-agnostic
radio hypervisors. In addition, the current models and solutions
based on regular resource grids are not suitable for embedding
heterogeneous RAN slices, as the inclusion of guard bands is
known to violate regular grid structures [27]; and the optimal
guard band values are conditional to the RAN slices allocated
next to each other [25], an inter-dependency that cannot be
incorporated in Knapsack-based formulations due to their lack
of adjacency relationship between allocated elements.

III. OPTIMAL EMBEDDING OF HETEROGENEOUS RAN
SLICES ON TECHNOLOGY-AGNOSTIC RADIO HYPERVISORS

In this section, we introduce a novel modelling paradigm
and analytical solution for embedding heterogeneous RAN
slices, leveraging their different characteristics and isolation
requirements to calculate the optimal arrangement of RAN
slices and their additional required guard bands. First, we
propose a graph-based representation for modelling RAN
slices on technology-agnostic radio hypervisors. Then, we
introduce an RC-FOTSP-based resource management optimi-
sation problem for embedding of RAN slices that maximises
the total useful bandwidth, i.e., the total amount of radio
resources occupied by tenants with their RAN slices.

A. Graph-based Modelling of Heterogeneous RAN Slices

Let us consider a set of heterogeneous RAN slices on
a RANaaS platform, leveraging a technology-agnostic radio
hypervisor. The RF front-end of the RANaaS platform has
a limited bandwidth W , and each RAN slice realises a
virtual wireless network that belongs to a different tenant,
being tailored with a particular numerology, bandwidth and
RAT to serve a specific use case or application. Due to
their distinct characteristics, each pair of RAN slices has a
minimum required guard band to ensure isolation and prevent
interference from the OOBEs of one another [25] [24] [27], as
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Fig. 4: Distinct RATs and numerologies entail different wave-
forms and bandwidths (wi), which display a varied OOBE
and resilience to interference. Consequently, each pair of RAN
slices requires a different separation in the frequency domain,
i.e., a guard band (gi,j), to ensure isolation from one another.

shown in Fig. 4. In this way, we can combine these pairwise
relationships to represent the different heterogeneous RAN
slices and their requirements for isolation in the frequency
domain as a complete weighted graph G = (V,E) that
contains no self-edges or repeated edges. The set of nodes
V = {v1, · · · , vn} represents the RAN slices; wi, the weight
of node i ∈ V , represents the bandwidth occupied by vi; and
gi,j , the weight of edge (i, j) ∈ E, represents the minimum
required guard band between vi and vj , as shown in Fig. 5.

For simplicity, we assume that any pair of two RAN slices
require the same minimum isolation in the frequency domain
independently of their order of adjacency to each other. In
other words, the guard band gi,j between vi and vj , with vj
allocated next after vi (vi → vj), has the same value as the
guard band gj,i, between vj and vi, with vi allocated next
after vj (vj → vi), and hence, gi,j = gj,i ∀ (i, j) ∈ E. This is
a realistic assumption, since most RATs require symmetric
guard bands on the lower and upper portions of their oc-
cupied bandwidth. However, more general asymmetric guard
bands can easily be incorporated into our graph-based model
by converting G into a complete digraph. Furthermore, the
calculation of gi,j is outside the scope of this paper; instead,
we rely on optimal guard band values provided by other works
in the literature (discussed further in Sec. V-B).

B. Embedding RAN Slices with Maximum Useful Bandwidth

Based on the complete weighted graph representation of
RAN slices, we can formulate a resource management op-
timisation problem for obtaining the optimal embedding of
RAN slices, that maximises the allocation of useful bandwidth
occupied by tenants and their RAN slices onto the limited
bandwidth W of the RANaaS platform. We can achieve this by
finding the optimal path between a subset of nodes in G with
the maximum total weight of nodes while ensuring that the
total weight of nodes and edges between them remains within
the budget W . In other words, we seek the optimal sequence
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Fig. 5: An illustration of the graph representation of heteroge-
neous RAN slices (nodes) and the required guard bands from
one another (edges), forming a complete weighted graph, G.

of RAN slices that maximises the use of radio resources from
the RANaaS platform to realise virtual wireless networks, in-
corporating the additional required guard bands between them
by design, while remaining within the physical limitations of
the underlying physical radio, as shown in Fig. 6. We can
formulate this problem as a combination of two variations of
the widely known TSP problem, which for a given list of nodes
and weights between each pair of nodes, searches for the path
of the smallest weight that visits each node once. The TSP is
a combinatorial optimisation problem, important in theoretical
computer science and operations research fields [46]–[48].

The Freely Open-loop TSP (FOTSP) variation describes the
embedding of RAN slices considering the linear bandwidth of
an underlying physical radio, where the allocation of RAN
slices is an open-loop, i.e., there are no edges (guard bands)
between the first and the last nodes (RAN slices), nor are
these two known a priori [49] [50]. In contrast, the original
TSP is cyclical and has no sense of the beginning and end
of the resource allocation. Moreover, the RC-TSP variation
describes the embedding of RAN slices considering the phy-
sical limitations of a limited bandwidth, where the allocation
of RAN slices is resource-constrained, i.e., the placement of
nodes (RAN slices) and edges (guard bands) consumes part of
a limited budget (the bandwidth of RF front-end), and hence,
only a subset of nodes may form the optimal path [46]. In
contrast, the original TSP is unbounded by any budget and
always includes all the available nodes. We combined the
strengths of both the FOTSP and the RC-TSP to create what
we refer to as the RC-FOTSP, a novel formulation that can
accurately represent the problem of embedding RAN slices,
each with their own bandwidth and required additional guard
bands between them, on top of a RANaaS platform with a
limited bandwidth W , as detailed below:

P1 : max
xi

∑
i∈V

wi · xi (1a)

s.t.
∑
i∈V

wi · xi +
∑

j∈V \{i}

gi,j · yi,j ≤W, (1b)

2 · yi,j ≤ xi + xj , ∀ (i, j) ∈ E, (1c)
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Fig. 6: An example of the graph representation of RAN slices
and the additional required guard band between them (left).
Based on their bandwidths and guard bands, we can select the
optimal path between a subset of RAN slices that maximises
the total useful bandwidth while remaining within W
(right). ∑

j∈V \{i}

yi,j ≤ 1, ∀ i ∈ V, (1d)

∑
j∈V \{i}

yj,i ≤ 1, ∀ i ∈ V, (1e)

∑
(i,j)∈E

yi,j ≤
∑
i∈V

xi − 1, (1f)

∑
i∈S

∑
j∈S\{i}

yi,j ≤ |S| − 1, S ⊆ V : |S| ≥ 2,

(1g)
xi, yi,j ∈ {0, 1} ∀ i, j ∈ V (1h)

where xi and yi,j are binary indicator variables relative to
nodes and edges, respectively. The former is equal to 1 if RAN
slice i is in the optimal path, the latter is equal to 1 if RAN
slice i is allocated adjacent to RAN slice j, or 0 otherwise for
each variable.

Eq. (1a) defines the objective function that maximises the
allocation of useful bandwidth occupied with RAN slices;
Eq. (1b) is the budget constraint, ensuring that the total amount
of radio resources consumed by allocating RAN slices and
their required guard bands remains within W ; Eq. (1c) estab-
lishes the relationship between the binary indicator variables,
ensuring that if a given edge (i, j) is part of the solution,
so must the RAN slices i and j that form it; Eqs. (1d)
and (1e) are the in- and out-degree constraints, limiting each
node to have at most one incoming and one outgoing edge,
respectively, which prevents branching (when a node is con-
nected to multiple other nodes) and ensures the formation of
a single path between consecutive RAN slices. Eq. (1f) is the
cardinality constraint, limiting the number of edges connecting
the subset of nodes in the solution to form an open loop,
i.e., an acyclic path representing the continuous bandwidth
occupied by consecutive RAN slices and their guard bands;
and Eqs. (1g) are the subtour elimination constraints [47], lazy
constraints created and added to the problem while we are
solving it, serving to prevent solutions comprised of multiple
disconnected paths between RAN slices (known as subtours)
and ensuring that the final solution is a single continuous path,
i.e., a single sequence of RAN slices and their required guard
bands.

RAN
Slice
#2

w2

RAN
Slice
#3

w3

v3 g1,3

RAN
Slice
#1

w1

v1

g1,3w4

v2v4 g2,4 g2,3

g2,4 g2,3

RAN
Slice
#4

Fig. 7: An example result of the RC-FOTSP resource manage-
ment optimisation problem given by solving P1, showing the
sequence of RAN slices with maximum total useful bandwidth.

The solution to P1 yields the optimal embedding of RAN
slices that maximises the amount of resources occupied by
tenants with their RAN slices, as shown in Fig. 7. The
advantages of modelling heterogeneous RAN slices and their
requirements for isolation in the frequency domain as a
complete weighted graph and embedding the RAN slices
on a RANaaS platform as a RC-FOTSP are threefold: (i)
transparency to the type and granularity of resources from the
individual RATs; (ii) the possibility to consider the required
additional guard bands between RAN slices by design; and (iii)
extensibility to embed new types of RATs and numerologies
only based on their required guard bands. However, similar
to other TSPs, the inclusion of a new node (RAN slice)
requires re-running the RC-FOTSP, an NP-complete Mixed-
Integer Linear Programming problem of complexity O(n! ),
for which it is difficult to obtain the solution in reasonable
time for a large number of nodes [49].

IV. HEURISTICS FOR SOLVING THE RC-FOTSP

Despite the many advantages of the RC-FOTSP formu-
lation for embedding heterogeneous RAN slices leveraging
technology-agnostic radio hypervisors, it is a difficult problem
to solve and may take a considerable time to obtain optimal
results [49]. The embedding delay is a crucial parameter in
RANaaS deployments, which, combined with the provisioning
delay, i.e., the time it takes for the radio hypervisor to instan-
tiate RAN slices, dictates the rate at which NPs can rearrange
their radio resource allocation and deploy RAN slices to serve
tenants [6]. It serves as a metric for tenants to plan and evaluate
the deployment of their RAN slices, and for NPs to decide
their ideal business models. For example, an embedding delay
in the order of seconds could be negligible for deploying RAN
slices in the scale of hours or on a semi-persistent basis, e.g.,
to cover factory plants or planned events such as concerts or
sports stadiums. However, it could become a bottleneck to
support roaming through network virtualisation, where an NP
dynamically instantiates RAN slices to serve visiting users that
belong to other NPs, ensuring the privacy of foreign users
while also isolating their performance from home users [51].
An embedding delay in the order of seconds could also prevent
creating personalised network slices to serve individual users,
each tailored and reconfigured on the fly according to each
user’s demand [52].

In this section, we detail three heuristic algorithms with
different approaches for finding feasible solutions to the RC-
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Algorithm 1: Greedy Algorithm
input : A complete weighted graph G = (V,E)
output: A path P connecting a subset of nodes in V

1 P ← { };
2 while V 6= {∅} do
3 k ← arg max({wi : i ∈ V });
4 Q← P ⊕ {k};
5 if sum({wl : l ∈ Q}) + sum({gl,l+1 : l ∈

Q \ k}) ≤W then
6 P

+← k;
7 end
8 V \ {k};
9 end

10 return P

Algorithm 2: Nearest Neighbour Algorithm
input : A complete weighted graph G = (V,E)
output: A path P connecting a subset of nodes in V

1 P ← { };
2 k ← random({vi : i ∈ V });
3 do
4 Q← P ⊕ {k};
5 if sum({wl : l ∈ Q}) + sum({gl,l+1 : l ∈

Q \ k}) ≤W then
6 P

+← k;
7 end
8 V \ {k};
9 k ← arg min({gk,j : j ∈ V });

10 while V 6= {∅};
11 return P

FOTSP in a reasonable time and increasing the applicability
of our solution for embedding heterogeneous RAN slices.

A. Greedy Algorithm

The Greedy Algorithm (GA) is a simple heuristic method
for solving TSPs, which can be easily implemented and serves
as an initial solution to a number of improvement heuris-
tics [53]. Nonetheless, the GA can still lead to good results
when the number of nodes is small, and it is computationally
cheap in comparison to more complex approaches that entail
the exchange of nodes or edges in the existing path (detailed
further in Section IV-C) to find better solutions [54]. Starting
from the complete weighted graph G = (V,E), we sort all the
nodes i ∈ V by their weight wi in ascending order and select
the one with the largest weight. If adding this node to the
ordered solution set P will not exceed the budget W , which
requires factoring in both the weight of the node itself and the
weight of the edge between the selected node and the last node
in P , then we include the selected node in the solution set.
We remove the visited node from V and repeat this process of
complexity O(n2 ·log(n)) until there are no more nodes left in
V . The solution set P will contain an acyclic path connecting
a subset of all nodes, as detailed in Algorithm 1.

Algorithm 3: 2-Opt Improvement Algorithm
input : A path P connecting a subset of nodes in V
output: An improved path P with lower overhead

1 while under a maximum number of iterations do
2 for each (i, j) ∈ P do
3 for each (k, l) ∈ P \ {(i, j)} do
4 if swapping (i, j) and (k, l) reduces the

total weight of P then
5 P \ {(i, j), (k, l)};
6 P

+← {(i, k), (j, l)};
7 reverse the orientation of edges between

j and k in P ;
8 end
9 end

10 end
11 if no reduction was found then
12 break
13 end
14 end
15 return P

v1

v3

v2

v4

g1,2

g1,3 g2,4

g2,3 g1,4

g3,4

v1

v3

v2

v4

g1,2

g1,3 g2,4

g2,3 g1,4

g3,4

2-Opt 
Improvement 

Algorithm

Fig. 8: An example of the operation of the 2IA. First, the
algorithm swaps the crossing edges g1,4 and g2,3 (the edges
connecting nodes v1 to v4 and v2 to v3, respectively) with
direct edges connecting v1 to v2 and v4 to v3, respectively.
Then, the algorithm reverses the orientation of all edges
between nodes v2 and v4 (in this case, g2,4) to ensure the
final solution forms a path between consecutive RAN slices.

B. Nearest Neighbour Algorithm

The Nearest Neighbour Algorithm (NNA) is a type of
constructive heuristic method for solving TSPs, which creates
a path between all nodes by iteratively visiting the nearest
node [54]. It is computationally inexpensive, but it can often
miss routes with lower weights due to its naive and greedy
nature [48]. Starting from the complete weighted graph G =
(V,E), we select a random initial node i ∈ V and search for
the adjacent node with the smallest edge weight. Then, we
use the adjacent node of the smallest edge weight as the next
initial node. Similarly to the GA, we need to check if adding
the initial node to the ordered solution set P will not exceed
the budget W , in which case we include the initial node in
the solution set. Next, we remove the visited node from V
and repeat this process of complexity O(n2) until we have no
more nodes left in V , as detailed in Algorithm 2.
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C. 2-Opt Improvement Algorithm

We can further improve the resource allocation performance
of preliminary solutions found with heuristic algorithms such
as the GA and NNA using the 2-Opt Improvement Algorithm
(2IA). It is a local search heuristic that develops a preliminary
solution and iteratively searches for improvements in the
neighbourhood of that solution [48]. This algorithm is based
on the idea that paths with crossing edges are not optimal,
and the algorithm iteratively attempts to rearrange such edges
to minimise the total weight [54], as illustrated in Fig 8.
Starting from a feasible preliminary solution P , such as the
one obtained from running the GA or the NNA, we select two
edges from the solution set, reconnect these edges with one
another, and calculate the new total weight of the complete
path [54]. If this exchange leads to a lower total weight, then
the current solution set is updated. We repeat this improvement
process of O(n2) complexity until no more improvements
are found or until a predetermined number of iterations is
completed [53], as detailed in Algorithm 3.

The GA and NNA take opposite approaches for embedding
RAN slices. The GA prioritises the embedding of RAN slices
that occupy a wider useful bandwidth without considering the
isolation overhead between them, potentially leading to a re-
duced resource allocation performance. Conversely, the NNA
prioritises the embedding of RAN slices that require smaller
isolation overheads from one another, potentially leading to
the embedding of a larger number of RAN slices, but not
necessarily the highest total useful bandwidth. Moreover, the
2IA can improve the resource allocation performance of the
previous heuristics by reducing the overall isolation overhead
of their solutions. However, the 2IA does not change the nature
of their embedding approaches, or the number of allocated
RAN slices. In the next section, we compare the three heuristic
algorithms against the optimal solution of the RC-FOTSP
according to different Key Performance Indicators (KPIs).

V. NUMERICAL EVALUATION

In this section, we present numerical results generated by
simulating the embedding of heterogeneous RAN slices using
the RC-FOTSP-based formulation proposed in Sec. III, and
the heuristic algorithms introduced in Sec. IV. First, we detail
the KPIs used for evaluating the embedding of heterogeneous
RAN slices for secure and technology-agnostic RANaaS.
Next, we describe the simulation setup used for generating
our numerical results. Finally, we present numerical results and
compare the behaviour of the different embedding methods.

A. Evaluation Metrics

We introduce four different KPIs for evaluating the embed-
ding methods: the utility ratio, the overhead ratio, the reject
ratio, and the embedding delay, all of which are detailed below.

1) Utility Ratio: This metric measures the ratio of the total
useful bandwidth, resulting from the successful embedding of
heterogeneous RAN slices, to the total available bandwidth of
the underlying physical radio, W . It expresses how efficient a
given embedding method is in maximising the NP’s resource
utilisation for serving multiple tenants [35] [36].

rutility =
1

W
·
∑
i∈V

wi · xi (2)

2) Overhead Ratio: This metric measures the ratio between
the total amount of radio resources consumed with guard
bands, added during the embedding to ensure isolation be-
tween heterogeneous RAN slices, and the total useful band-
width. It indicates how efficient a given embedding method
is in realising virtual wireless networks on a shared network
infrastructure.

roverhead =
∑

(i,j)∈E

gi,j · yi,j
/∑

i∈V

wi · xi (3)

3) Reject Ratio: This metric measures the ratio of the num-
ber of rejected RAN slices, i.e., that could not be embedded
onto the underlying physical radio, to the total number of RAN
slice requests received by the NP. It represents how efficient a
given embedding method is in accommodating a larger number
of RAN slices, and hence, serving more tenants [36].

rreject = 1− 1

|V | ·
∑
i∈V

xi (4)

4) Embedding Delay: We also benchmark the embedding
delay, i.e., the time taken to perform the different embedding
methods and calculate the arrangement of RAN slices and
additional required guard bands. This metric reflects the com-
putational complexity for running a given embedding method
and indicates which timescales it can be employed by an NP.

B. Simulation Setup

We consider the scenario where an NP wants to serve
multiple tenants by embedding their heterogeneous RAN slices
on its underlying physical radio with maximum total useful
bandwidth. The NP leverages a technology-agnostic radio hy-
pervisor on one wideband SDR with 160 MHz of bandwidth,
which is on par with the currently available Ettus USRP X310
model [55]. We model the arrival of RAN slice requests for
the NP as a Poisson process with an average rate of λ RAN
slices in the range {2, 3, . . . , 12}, as RANaaS platforms may
embed up to 12 RAN slices at a time for serving specific use
cases and applications with different requirements [56].

Without loss of generality, we focus on RAN slices that
resemble the 5G frame structure, consisting of a number
of contiguous PRBs (with 12 subcarriers each). The RAN
slices can have a random combination of (i) waveform,
designed to meet a given target spectral efficiency, power
consumption, and mobility, in the set {OFDM,FBMC}; (ii)
numerology, tailored subcarrier spacing for serving different
types of users, e.g., stationary or on high-speed trains, in the
set {15, 30, 60, 120} kHz; and (iii) bandwidth, dictated by the
bandwidth of its individual PRBs (a function of the subcarrier
spacing), in the set {180, 360, 720, 1440} kHz, and the number
of contiguous PRBs, specified by 3GPP on Tables 5.3.2-1
and 5.3.2-2 in [9]. It is worth mentioning that assessing the
performance impacts due to interference and the calculation
of guard band values to ensure isolation between each pair of
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Out-of-band Emission (OOBE) Leakage [dB]Waveform
Subcarrier

Spacing
[kHz]

PRB
Bandwidth

[kHz] -10 -15 -20 -25 -30 -35 -40
OFDM

m
OFDM

15 180 16 26 46 83 144 263 495

OFDM
m

FBMC
15 180 13 23 37 63 107 188 342

FBMC
m

FBMC
15 180 12 16 17 19 20 21 23

TABLE I: Guard band values (expressed in kHz) for pairs of
RAN slices with different waveforms and OOBE targets, using
a 15 kHz subcarrier spacing, derived from Figure 2 in [57].

Signal-to-Interference Ratio (SIR) Tolerance [dB]Waveform
Subcarrier

Spacing
[kHz]

PRB
Bandwidth

[kHz] 20 25 30 35 40 45
15 180 75 210 217 273 307 361
30 360 154 390 534 609 715 723
60 720 250 858 1037 1084 1319 1435

OFDM
m

OFDM 120 1440 557 1583 2122 2426 2450 2886

TABLE II: Guard band values (expressed in kHz) for pairs of
RAN slices with the OFDM waveform and different subcarrier
spacings and SIR tolerances, derived from Table 2 in [25].

RAN slices is outside the scope of this paper. Instead, we rely
on existing works that provide the minimal guard band values
for enabling the coexistence between different waveforms and
numerologies available in the literature [25] [24] [57].

To the best of our knowledge, no single existing work
provides a comprehensive set of results containing the min-
imum required guard bands between RAN slices with dif-
ferent waveforms and permutations of their numerologies. To
evaluate the performance of the different embedding methods
in a truly heterogeneous setting, where an NP serves tenants
with RAN slices that can possess both different waveforms
and numerologies, we rely on the results from two distinct
works, [57] and [25]. The former provides us with guard
band values for RAN slices with different OFDM and FBMC
waveforms using a 15 kHz subcarrier spacing, according to
different levels of OOBE leakage (shown in Table I), while
the latter provides us with guard band values for RAN slices
with the OFDM waveform and different subcarrier spacings,
varying according to their SIR tolerance (shown in Table II).
In addition, the guard band values in Tables I and II have
different orders of magnitude due to the distinct properties
of OFDM and FBMC waveforms, as each FBMC subcarrier
passes through a generalised pulse shaping filter to achieve
higher spectral localisation and lower OOBE than OFDM, at
the cost of higher complexity and much longer, overlapping
symbols in the time domain [24].

Our RC-FOTSP-based resource management optimisation
problem is parameterisable and flexible to support guard band
values from other works in the literature, including works with
considerations not explored in this paper, e.g., RAN slices with
different transmit powers [10]. We can achieve this simply by
creating a table with updated values (or expanding existing
tables with new degrees of freedom) and using it as the new
input of guard band values to populate our graph-based model,
i.e., the source of gi,j values between each pair of RAN
slices. For example, certain frequency bands and tenants may
have limitations on their transmit power, e.g., the CBRS band,

where some RAN slices may be from high-priority incumbents
while others may be from the more limited General Authorised
Access (GAA) users that have a maximum permitted transmit
power. These differences in transmit power lead to power
offsets between RAN slices, which influences their OOBE
and must be considered for selecting the appropriate guard
bands [25]. We could accommodate such case by expanding
one of the tables to include a new degree of freedom relative
to the power offsets between RAN slices.

C. Simulation Results

We present numerical results generated by simulating the
embedding of heterogeneous RAN slices using different em-
bedding methods. We obtained the optimal solution to P1
using the Gurobi optimiser [58] (denoted by MaxBW), and we
also performed a random embedding of RAN slices (denoted
by RAND) to serve as a baseline for comparison. We express
our results in box plots from average values of 10,000 iter-
ations of the simulation. The boxes display the Inter-quartile
Range (IQR) with a horizontal line at the median value. The
whiskers (extending lines) stretch from the box by 1.5x the
IQR, and the outlier points past the end of the whiskers are
marked in black. We discuss our results below.

1) Embedding of RAN slices with Different Waveforms:
In this analysis, we are interested in evaluating the different
embedding methods with respect to their performance for
embedding heterogeneous RAN slices with different wave-
forms. This scenario represents the coexistence of different
RATs (each with its own waveform) on a technology-agnostic
radio hypervisor, e.g., to serve multiple wireless networks in
the CBRS or U-NII bands using a single shared physical
infrastructure; and captures the technology-agnostic nature of
our RC-FOTSP formulation. Depending on its OOBE leakage,
each RAN slice will require a different minimum separation in
the frequency domain to limit interference to adjacent virtual
wireless networks. Figure 9 shows the performance of the
embedding methods to allocate RAN slices with different
waveforms according to the KPIs detailed in Section V-A.

For a small number of RAN slices (up to 5), there is
a surplus of total available bandwidth, and the embedding
methods can allocate all RAN slices, which makes the utility
ratios approximately the same in this range, as shown in
Fig 9a. The performance differences only become apparent
after the underlying physical radio becomes saturated (with 6
or more RAN slices), and the MaxBW outperforms the RAND
by 1.25–5.26%, achieving a utility ratio up to 99.56%. At the
same time, the GA and the NNA perform 1.14–3.82% and
0.25–0.37% above the baseline, obtaining an utility ratio up to
98.18% and 97.33%, respectively. Furthermore, as the number
of RAN slices grows and the total available bandwidth is not
wide enough to accommodate all RAN slices, an increasing
number of RAN slices is rejected, as shown by the first outliers
and the growing trend in Fig 9c.

We can observe that the MaxBW and GA (with and without
the 2IA) focus on maximising the total useful bandwidth
at the cost of an increased reject ratio, up to 18.68% and
22.13% above the baseline, reaching 56.67% and 60.12%,
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Fig. 9: Performance comparison of the different embedding methods to embed heterogeneous RAN slices with different
waveforms, expressed according to the number of RAN slices. These results derive from numerical simulations generated
using the setup detailed in Section V-B, and the guard band values from Table I.

respectively. On the other hand, the NNA focuses on allocating
RAN slices with narrower guard bands from one another,
i.e., packing RAN slices closer together. For the same total
available bandwidth, the NNA can increase the number of
allocated RAN slices, resulting in a lower reject ratio, in this
case, down to 1.89% below the baseline, i.e., reaching 41.67%.
Since the 2IA does not change the total useful bandwidth or
the number of allocated RAN slices of the initial solution, we
omitted a discussion about the improved GA and NNA from
these comparisons.

After the underlying physical radio becomes saturated, the
embedding methods have the freedom to embed the most
suitable subset of RAN slices, effectively lowering the over-
head ratio, as shown by the decreasing trend in Fig. 9b. Such
behaviour does not occur with the baseline, as it selects a
random subset of the available RAN slices, and is the only
embedding method whose overhead ratio increases monoton-
ically. The MaxBW, GA and NNA outperform the baseline
by 1.61–66.29%, 24.38–61.06% and 1.45–43.99%, down to
0.46%, 0.37% and 0.47% In addition, the 2IA can further
improve the initial solutions found with the GA and the NNA,
reducing their overhead ratio by 20.99% and 25.33%, down
to 0.39% and 0.31%, respectively.

While the heuristic algorithms achieve results close to the
MaxBW, their different implementations may scale differently
according to the number of RAN slices. Hence, we bench-
marked the embedding delays of the different embedding
methods, and Fig. 9d shows the results of our measurements.

We can observe how the MaxBW requires significantly more
time than the heuristic algorithms, taking up to 138 ms
to embed a set 12 RAN slices, which is 38–244x longer
than the baseline. On the other hand, the GA and the NNA
are comparable to the baseline; the former is 23.17–38.90%
shorter, while the latter is 14.01–44.29% longer, taking up to
0.43 ms and 0.82 ms, respectively. We can also see the impact
the 2IA has on the embedding delay for the GA and NNA,
more than doubling it up to 1.02 ms and 1.93 ms, respectively.

2) Embedding of RAN slices with Different Numerologies:
In this analysis, we are interested in evaluating the different
embedding methods with respect to their performance for em-
bedding heterogeneous RAN slices with different numerolo-
gies. This scenario represents the coexistence of multiple 5G
networks with different subcarrier spacings on a technology-
agnostic radio hypervisor, providing completely isolated net-
works down to the PHY layer, e.g., to serve private networks
and governmental agencies transmitting sensitive information.
Depending on the SIR tolerance of each RAN slice, they
will require a different minimum separation in the frequency
domain to prevent interference from adjacent virtual wireless
networks. Figure 10 shows the performance of the embedding
methods to allocate RAN slices with different numerologies
according to the KPIs detailed in Section V-A.

Despite its broad use in mobile and local area networks,
the OFDM waveform has low spectrum confinement, leading
to a widely known high OOBE leakage. Therefore, OFDM
RAN slices require a considerably larger separation in the
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Fig. 10: Performance comparison of the different embedding methods to embed heterogeneous RAN slices with different
numerologies, expressed according to the number of RAN slices. These results derive from numerical simulations generated
using the setup detailed in Section V-B, and the guard band values from Table II.

frequency domain from adjacent RAN slices whose subcarriers
are non-orthogonal [57], e.g., other waveforms and OFDM
with different numerologies, as shown by the wide guard bands
in Table II. In addition, RAN slices with higher numerologies
can occupy multiple times the bandwidth of 5G networks with
the default subcarrier spacing of 15 kHz. The combination
of these two factors quickly saturates the underlying physical
radio (with only 4 RAN slices), as shown by the steeper growth
of Fig. 10a and the first rejections in Fig. 10b. In that range, the
MaxBW outperforms the RAND by 4.42–8.16%, achieving a
utility ratio up to 98.78%. At the same time, the GA and the
NNA perform 2.54–6.78% and 0.03–0.56%, obtaining a utility
ratio up to 96.88% and 94.89%, respectively.

We can still observe that the MaxBW and the GA (with
and without the 2IA) have a very high reject ratio, up to
14.84% and 21.52% above the baseline, reaching a rejection
of 51.26% and 55.85%, respectively. In contrast, the NNA
performed 6.16% below the baseline, obtaining a reject ratio
up to 32.74%. Since the 2IA does not change the total useful
bandwidth or the number of allocated RAN slices of the initial
solution, we omitted a discussion about the improved GA and
NNA from these comparisons.

The decreasing overhead ratio in relation to the number of
RAN slices can still be seen in Fig. 10b, with the exception
of the RAND method (as discussed previously). The MaxBW,
GA and NNA achieve an overhead ratio of 19.24–50.84%,
21.71–60.97% and 18.52–36.08% below the baseline, down to
1.58%, 1.53% and 1.61%, respectively. The 2IA can further

improve the initial solutions found with the GA and the NNA,
reducing their overhead ratio by 4.40% and 1.99%, down to
1.46% and 1.57%, respectively. In this case, we see the GA
outperforms the NNA and achieves a lower overhead ratio,
which is due to the fact that the GA allocated a fewer of
RAN slices, and hence, there are less resources consumed by
guard bands between them (discussed further in this section).

The complexity of the analytical solution in relation to the
heuristic algorithms is shown in Fig. 10d, where the MaxBW
takes up to 287 ms seconds to embed 12 RAN slices, which
is 48–605x longer than the baseline. On the other hand,
the GA and the NNA are comparable to the baseline; the
former is 22.73–35.49% shorter, while the latter is 16.63–52-
78% longer, taking up to 0.35 ms and 0.72 ms, respectively.
Furthermore, we can see the impact the 2IA causes on the
embedding delay for the GA and the NNA, increasing them
up to 0.39 ms and 1.28 ms, respectively.

Based on these two sets of results, we can identify similar
trends for the different embedding methods. For example, all
embedding methods present a logarithmic growth in utility and
reject ratios, albeit with different slopes and horizontal asymp-
totes. The overhead ratio reaches its maximum value around
the number of RAN slices where the underlying physical radio
becomes saturated, and then it starts to decrease, except for
the random embedding (as discussed earlier). Moreover, the
embedding delay grows almost linearly with the number of
RAN slices, aside from the analytical solution, which presents
a non-linear behaviour and takes roughly two orders of mag-
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nitude longer than the heuristic algorithms. The differences
between the embedding methods also become evident when
comparing the number of successfully embedded RAN slices
and their average bandwidth. In our first and second set of
results, the (i) MaxBW successfully allocated 3–6 and 3–5
RAN slices, occupying an average of 26.01 and 40.47 MHz
each; the (ii) GA successfully allocated 3–5 and 2–4 RAN
slices, occupying an average of 27.27 and 50.66 MHz each;
and the (iii) NNA successfully allocated 3-7 and 3-6 RAN
slices, occupying an average of 22.64 and 32.12 MHz each,
respectively. As expected, the GA embeds a lower number of
wider RAN slices, whereas the NNA allocates a higher number
of narrower RAN slices.

It must be noted that we cannot directly compare our
solution against previous works, as no existing research efforts
consider the additional overhead incurred by guard bands
between heterogeneous RAN slices or allocate RAN slices
using bandwidth instead of PRBs or frames. However, we
can briefly illustrate how our solution compares to the results
found in the work of [35]. In our first set of results, MaxBW
peaked at a utility ratio of 99.56% and a reject ratio of 60.12%,
in contrast to [35], which obtained a utility ratio of 96% and
a reject ratio of 35% in its own evaluation scenario. While
our higher reject ratio is expected due to the added overhead
factored in the resource allocation, we could still provide a
better resource utilisation.

VI. DISCUSSION

In this section, we discuss potential avenues for future
works and open challenges to enable the utilisation of our
embedding solution in real-world settings. Namely, we exam-
ine: (i) the implementation of our embedding methods on top
of existing prototype technology-agnostic radio hypervisors,
automating their radio resource allocation; (ii) the realloca-
tion of RAN slices after the initial embedding, minimising
signalling overhead and downtime; (iii) the potential combi-
nation of technology-agnostic and technology-specific radio
hypervisors, leveraging their advantages with a nested radio
virtualisation approach; and (iv) the use of different objective
functions for our resource management optimisation problem.

A. Feasibility and Potential Implementation on Technology-
Agnostic Radio Hypervisors

Most technology-agnostic radio hypervisors focus on devel-
oping their radio virtualisation mechanisms, reducing the delay
and improving the efficiency of their multiplexing operations,
without incorporating additional features to expose their func-
tionality remotely and deploy RAN slices as a service [4] [17].
For example, radio hypervisor prototypes generally instantiate
RAN slices in a static manner, requiring their users to stop and
restart the hypervisor if the radio resource allocation changes.
In one of our previous works [4], we extended HyDRA, an
open-source technology-agnostic radio hypervisor [41], to de-
ploy RAN slices on-demand in real-time, reacting to requests
from tenants for querying, instantiating and removing RAN
slices. These RAN slice requests include information about the
RAN slices’ ownership, bandwidth and centre frequency, while
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Fig. 11: Block diagram showing a simplified version of the
functionality we added to HyDRA for enabling the negotiation
of radio resources by tenants and the deployment of RAN
slices as a service. For more information, we refer the reader
to [4]. One could further extend HyDRA by breaking down the
current resource manager entity (dotted lines) and developing
a RAN Slice Embedder (orange) that implements the different
embedding methods discussed throughout this paper.

our new resource manager entity inside HyDRA determines
whether there are enough available non-overlapping radio
resources to embed new RAN slices.

To implement our solution for embedding heterogeneous
RAN slices in an actual prototype radio hypervisor, one
could further extend HyDRA’s resource negotiation protocol
(based on ZMQ messages [59]) to include the RAN slices’
waveform, numerology, and isolation requirements in the
RAN slice requests, as well as implement additional logic
to parse new parameters in the Authentication, Authorisation
and Accounting (AAA) layer. In addition, one would need
to break down the monolithic implementation of the resource
manager (which possesses rudimentary resource allocation
capabilities) into a task dispatcher and a discrete RAN Slice
Embedder, as illustrated by the simplified software architecture
of a potential further improvement on top of HyDRA show in
Fig. 11. The dispatcher would handle internal calls, access
the RAN Slice Database, and interact with the HyDRA radio
hypervisor itself. In contrast, the RAN Slice Embedder would
handle radio resource allocation, implementing the different
embedding methods discussed throughout this paper to react
to RAN slices requirements and decide the best arrangement of
RAN slices. As a matter of fact, due to HyDRA’s modularity
and easy parametrisation through configuration files, it would
be trivial to implement multiple embedding methods and let
the user choose which one to adopt upon startup. For example,
one could use the GA to maximise resource utilisation, or
the NNA to accommodate a larger number of RAN slices,
depending on the users’ business models.
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B. Dynamic Reallocation of RAN Slices

Previous works on the embedding of RAN slices for
technology-specific radio hypervisors using knapsack-based
formulations considered the dynamic reallocation of radio re-
sources at run-time to accommodate new RAN slices [35] [36].
These works accomplished that by assigning a service du-
ration to each RAN slice and performing the embedding
over successive time windows of arbitrary duration. Once the
service duration of a given RAN slice expired, they would
be removed, opening room for embedding new RAN slices in
the next time window. In addition, the nature of this type of
RAN slice (comprised of groups of PRBs) and their single
shared MAC allowed an easy rearrangement in time and
frequency domains to make room for longer and/or wider
RAN slices, effectively improving resource utilisation without
incurring service disruptions or downtime [35]. However, we
cannot apply the same strategy for the dynamic reallocation of
technology-agnostic RAN slices, each with its own bandwidth
and centre frequency, as most RATs do not support shifting
their centre frequency during run time, i.e., frequency hopping.
For example, 4G, 5G and WiFi operate at one given channel
for extended periods of time, and changing it would entail sig-
nalling overheads and service downtime, as their users would
need to search for and attach to the virtual wireless network at
a different frequency before being able to communicate again.

One could take the trivial and conservative approach to in-
crease the separation between RAN slices for accommodating
RATs with the widest bandwidths, which would allow the
dynamic reallocation of RAN slices without service downtimes
at the cost of an extremely reduced utility ratio. On the
other hand, a potential alternative for future works would
be to include the service duration of RAN slices in the
problem formulation, and then perform the embedding over
successive time windows. However, any changes in the number
of nodes in our graph-based representation (as the set of
RAN slices change over time) would require re-running the
RC-FOTSP [60]. However, that can lead to wildly different
sequences of RAN slices across time windows, which would
also entail added signalling overhead and service downtime.
Therefore, we believe a viable and efficient solution to enable
the dynamic reallocation of technology-agnostic RAN slices
would be to extend our RC-FOTSP formulation with char-
acteristics of the Time Window-TSP (TW-TSP) [61] or the
Dynamic-TSP (D-TSP) [60] formulations, which include the
notion of a service time and a varying number of nodes in the
embedding problem, respectively.

C. Combination of Technology-specific and Technology-
agnostic Radio Hypervisors

As discussed throughout this paper, there are fundamen-
tal differences between technology-specific and technology-
agnostic radio hypervisors, not only in terms of flexibility
of their RAN slices (with the same or different waveforms,
numerologies and RATs), but also their approach to radio
virtualisation (scheduling or multiplexing), the layer they
operate (PHY or MAC), and their types of radio resources
(frames/PRBs or bandwidths), respectively.

There is a trade-off between the efficiency and dynamicity
of technology-specific radio hypervisors, due to the lack of
isolation overheads between RAN slices and the granular
control of radio resources that can be scaled up and down
on the fly to achieve a target KPI [20], and the flexibility and
security of technology-specific radio hypervisors, due to their
heterogeneous RAN slices isolated down to the PHY layer for
serving industrial and governmental applications [17]. How-
ever, the utilisation of technology-specific and technology-
agnostic radio hypervisors for virtualising an underlying phy-
sical radio and creating RAN slices is not mutually exclusive,
akin to the creation of containers inside virtual machines in
the context of computing virtualisation [15]. For example,
another potential direction for future works would be to
explore the benefits and drawbacks of using a nested radio
virtualisation solution, i.e., with a more flexible technology-
agnostic radio hypervisor on top of the underlying physical
radio to create heterogeneous RAN slices with different RATs
and numerologies; and separate, more efficient technology-
specific radio hypervisors within each RAT to create RAN
slices with a certain degree of guaranteed performance.

D. Embedding of Heterogeneous RAN Slices with Different
Optimisation Objectives

We modelled the embedding of heterogeneous RAN slices
using a resource management optimisation problem with an
objective function that maximises the allocation of useful
bandwidth occupied with RAN slices. This initial approach
assumes that the NPs obtain revenue based on the amount
of virtual bandwidth allocated to serve different tenants.
However, NPs may possess wildly different business models,
e.g., obtaining revenue according to the number of allocated
RAN slices, or from a combination of both the number of
allocated RAN slices and their virtual bandwidth. To that
end, we proposed different heuristic algorithms with distinct
approaches for embedding RAN slices, and we observed that
their embedding solutions achieved diverging performance,
excelling at different KPIs. A potential future work could
investigate the formulation of different objective functions,
compare their performance, and assess their impact on re-
source allocation. Another option would be a multi-objective
variation of our RC-FOTSP, allowing each NP to parameterise
the problem according to their specific business models, at
the cost of potentially displaying significant longer embedding
delays due to the increased complexity of solving the problem.

VII. CONCLUSIONS

In this paper, we addressed the embedding of heterogeneous
RAN slices for secure and technology-agnostic RANaaS.
First, we reviewed the current approaches for creating and
embedding RAN on physical radios and observed that existing
approaches are tied to technology-specific radio hypervisors,
which cannot be easily extended to support the embedding of
heterogeneous RAN slices. Then, we introduced a novel graph-
based representation of heterogeneous RAN slices on RANaaS
platforms that (i) is transparent to the type and granularity of
resources from the individual RATs; (ii) considers the required
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additional guard bands between RAN slices by design; and (iii)
is extensible to support new RATs or numerologies based on
their required isolation in the frequency domain.

We proposed a RC-FOTSP-based resource management
optimisation problem that leverages the isolation requirements
between each pair of RAN slices to determine the optimal
embedding of RAN slices that maximises the total useful
bandwidth occupied by tenants with their RAN slices. In
addition, we introduced three different heuristic algorithms
for finding approximate solutions to our resource management
optimisation problem in near real-time and compared their
performance against the analytical solution using different
KPIs. Our results show distinct behaviours and trends for the
different embeddings methods, indicating that the best method
depends on the NP’s business model, i.e., the GA should be
used to maximise the resource utilisation, whereas the NNA
is more suitable to accommodate a larger number RAN slices.
Furthermore, we discussed potential avenues for future works,
discussing the implementation of our solution, the dynamic
allocation of RAN slices, and the combination of technology-
specific and technology-agnostic radio hypervisors.
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